

[image: Cover: Data Wrangling: Using Pandas, SQL, and Java]





DATA WRANGLING

Using Pandas, SQL, and Java





LICENSE, DISCLAIMER OF LIABILITY, AND LIMITED WARRANTY

By purchasing or using this book and its companion files (the “Work”), you agree that this license grants permission to use the contents contained herein, but does not give you the right of ownership to any of the textual content in the book or ownership to any of the information, files, or products contained in it. This license does not permit uploading of the Work onto the Internet or on a network (of any kind) without the written consent of the Publisher. Duplication or dissemination of any text, code, simulations, images, etc. contained herein is limited to and subject to licensing terms for the respective products, and permission must be obtained from the Publisher or the owner of the content, etc., in order to reproduce or network any portion of the textual material (in any media) that is contained in the Work.

MERCURY LEARNING AND INFORMATION (“MLI” or “the Publisher”) and anyone involved in the creation, writing, production, accompanying algorithms, code, or computer programs (“the software”), and any accompanying Web site or software of the Work, cannot and do not warrant the performance or results that might be obtained by using the contents of the Work. The author, developers, and the Publisher have used their best efforts to insure the accuracy and functionality of the textual material and/or programs contained in this package; we, however, make no warranty of any kind, express or implied, regarding the performance of these contents or programs. The Work is sold “as is” without warranty (except for defective materials used in manufacturing the book or due to faulty workmanship).

The author, developers, and the publisher of any accompanying content, and anyone involved in the composition, production, and manufacturing of this work will not be liable for damages of any kind arising out of the use of (or the inability to use) the algorithms, source code, computer programs, or textual material contained in this publication. This includes, but is not limited to, loss of revenue or profit, or other incidental, physical, or consequential damages arising out of the use of this Work.

The sole remedy in the event of a claim of any kind is expressly limited to replacement of the book and only at the discretion of the Publisher. The use of “implied warranty” and certain “exclusions” vary from state to state, and might not apply to the purchaser of this product.

Companion files also available for downloading from the publisher by writing to info@merclearning.com.





DATA WRANGLING


Using Pandas, SQL, and Java

Oswald Campesato

[image: Images]

MERCURY LEARNING AND INFORMATION

Dulles, Virginia

Boston, Massachusetts

New Delhi




Copyright ©2023 by MERCURY LEARNING AND INFORMATION LLC. All rights reserved.

This publication, portions of it, or any accompanying software may not be reproduced in any way, stored in a retrieval system of any type, or transmitted by any means, media, electronic display or mechanical display, including, but not limited to, photocopy, recording, Internet postings, or scanning, without prior permission in writing from the publisher.

Publisher: David Pallai

MERCURY LEARNING AND INFORMATION

22841 Quicksilver Drive

Dulles, VA 20166

info@merclearning.com

www.merclearning.com

1-800-232-0223

O. Campesato. Data Wrangling Using Pandas, SQL, and Java.

ISBN: 978-1-68392-904-8

The publisher recognizes and respects all marks used by companies, manufacturers, and developers as a means to distinguish their products. All brand names and product names mentioned in this book are trademarks or service marks of their respective companies. Any omission or misuse (of any kind) of service marks or trademarks, etc. is not an attempt to infringe on the property of others.

Library of Congress Control Number: 2022945211

222324321     Printed on acid-free paper in the United States of America.

Our titles are available for adoption, license, or bulk purchase by institutions, corporations, etc. For additional information, please contact the Customer Service Dept. at 800-232-0223(toll free).

All of our titles are available in digital format at academiccourseware.com and other digital vendors. Companion files for this title are available by writing to the publisher at info@merclearning.com. The sole obligation of MERCURY LEARNING AND INFORMATION to the purchaser is to replace the book, based on defective materials or faulty workmanship, but not based on the operation or functionality of the product.




I’d like to dedicate this book to my parents —
may this bring joy and happiness into their lives.





CONTENTS


Preface

Chapter 1: Introduction to Python

Tools for Python

easy_install and pip

virtualenv

IPython

Python Installation

Setting the PATH Environment Variable (Windows Only)

Launching Python on Your Machine

The Python Interactive Interpreter

Python Identifiers

Lines, Indentation, and Multi-Lines

Quotation and Comments

Saving Your Code in a Module

Some Standard Modules

The help() and dir() Functions

Compile Time and Runtime Code Checking

Simple Data Types

Working with Numbers

Working with Other Bases

The chr() Function

The round() Function in Python

Formatting Numbers in Python

Working with Fractions

Unicode and UTF-8

Working with Unicode

Working with Strings

Comparing Strings

Formatting Strings in Python

Uninitialized Variables and the Value None

Slicing and Splicing Strings

Testing for Digits and Alphabetic Characters

Search and Replace a String in Other Strings

Remove Leading and Trailing Characters

Printing Text Without NewLine Characters

Text Alignment

Working with Dates

Converting Strings to Dates

Exception Handling

Handling User Input

Command-Line Arguments

Summary

Chapter 2: Working with Data

Dealing with Data: What Can Go Wrong?

What is Data Drift?

What are Datasets?

Data Preprocessing

Data Types

Preparing Datasets

Discrete Data vs. Continuous Data

“Binning” Continuous Data

Scaling Numeric Data via Normalization

Scaling Numeric Data via Standardization

Scaling Numeric Data via Robust Standardization

What to Look for in Categorical Data

Mapping Categorical Data to Numeric Values

Working with Dates

Working with Currency

Working with Outliers and Anomalies

Outlier Detection/Removal

Finding Outliers with NumPy

Finding Outliers with Pandas

Calculating Z-Scores to Find Outliers

Finding Outliers with SkLearn (Optional)

Working with Missing Data

Imputing Values: When is Zero a Valid Value?

Dealing with Imbalanced Datasets

What is SMOTE?

SMOTE Extensions

The Bias-Variance Tradeoff

Types of Bias in Data

Analyzing Classifiers (Optional)

What is LIME?

What is ANOVA?

Summary

Chapter 3: Introduction to Pandas

What is Pandas?

Pandas Data Frames

Data Frames and Data Cleaning Tasks

A Pandas Data Frame Example

Describing a Pandas Data Frame

Pandas Boolean Data Frames

Transposing a Pandas Data Frame

Pandas Data Frames and Random Numbers

Converting Categorical Data to Numeric Data

Merging and Splitting Columns in Pandas

Combining Pandas Data Frames

Data Manipulation with Pandas Data Frames

Pandas Data Frames and CSV Files

Useful Options for the Pandas read_csv() Function

Reading Selected Rows from CSV Files

Pandas Data Frames and Excel Spreadsheets

Useful Options for Reading Excel Spreadsheets

Select, Add, and Delete Columns in Data Frames

Handling Outliers in Pandas

Pandas Data Frames and Simple Statistics

Finding Duplicate Rows in Pandas

Finding Missing Values in Pandas

Missing Values in an Iris-Based Dataset

Sorting Data Frames in Pandas

Working with groupby() in Pandas

Aggregate Operations with the titanic.csv Dataset

Working with apply() and mapapply() in Pandas

Useful One-line Commands in Pandas

Working with JSON-based Data

Python Dictionary and JSON

Python, Pandas, and JSON

Summary

Chapter 4: RDBMS and SQL

What is an RDBMS?

What Relationships Do Tables Have in an RDBMS?

Features of an RDBMS

What is ACID?

When Do We Need an RDBMS?

The Importance of Normalization

A Four-Table RDBMS

Detailed Table Descriptions

The customers Table

The purchase_orders Table

The line_items Table

The item_desc Table

What is SQL?

DCL, DDL, DQL, DML, and TCL

SQL Privileges

Properties of SQL Statements

The CREATE Keyword

What is MySQL?

What about MariaDB?

Installing MySQL

Data Types in MySQL

The CHAR and VARCHAR Data Types

String-based Data Types

FLOAT and DOUBLE Data Types

BLOB and TEXT Data Types

MySQL Database Operations

Creating a Database

Display a List of Databases

Display a List of Database Users

Dropping a Database

Exporting a Database

Renaming a Database

The INFORMATION_SCHEMA Table

The PROCESSLIST Table

SQL Formatting Tools

Summary

Chapter 5: Java, JSON, and XML

Working with Java and MySQL

Performing the Set-up Steps

Creating a MySQL Database in Java

Creating a MySQL Table in Java

Inserting Data into a MySQL Table in Java

Deleting Data and Dropping MySQL Tables in Java

Selecting Data from a MySQL Table in Java

Updating Data in a MySQL Table in Java

Working with JSON, MySQL, and Java

Select JSON-based Data from a MySQL Table in Java

Working with XML, MySQL, and Java

What is XML?

What is an XML Schema?

When are XML Schemas Useful?

Create a MySQL Table for XML Data in Java

Read an XML Document in Java

Read an XML Document as a String in Java

Insert XML-based Data into a MySQL Table in Java

Select XML-based Data from a MySQL Table in Java

Parse XML-based String Data from a MySQL Table in Java

Working with XML Schemas

Summary

Chapter 6: Data Cleaning Tasks

What is Data Cleaning?

Data Cleaning for Personal Titles

Data Cleaning in SQL

Replace NULL with 0

Replace NULL Values with Average Value

Replace Multiple Values with a Single Value

Handle Mismatched Attribute Values

Convert Strings to Date Values

Data Cleaning from the Command Line (Optional)

Working with the sed Utility

Working with Variable Column Counts

Truncating Rows in CSV Files

Generating Rows with Fixed Columns with the awk Utility

Converting Phone Numbers

Converting Numeric Date Formats

Converting Alphabetic Date Formats

Working with Date and Time Date Formats

Working with Codes, Countries, and Cities

Data Cleaning on a Kaggle Dataset

Summary

Chapter 7: Data Wrangling

What is Data Wrangling?

Data Transformation: What Does This Mean?

CSV Files with Multi-Row Records

Pandas Solution (1)

Pandas Solution (2)

CSV Solution

CSV Files, Multi-row Records, and the awk Command

Quoted Fields Split on Two Lines (Optional)

Overview of the Events Project

Why This Project?

Project Tasks

Generate Country Codes

Prepare a List of Cities in Countries

Generating City Codes from Country Codes: awk

Generating City Codes from Country Codes: Python

Generating SQL Statements for the city_codes Table

Generating a CSV File for Band Members (Java)

Generating a CSV File for Band Members (Python)

Generating a Calendar of Events (COE)

Project Automation Script

Project Follow-up Comments

Summary

Appendix A: Working with awk

The awk Command

Built-in Variables That Control awk

How Does the awk Command Work?

Aligning Text with the printf() Statement

Conditional Logic and Control Statements

The while Statement

A for Loop in awk

A for Loop with a break Statement

The next and continue Statements

Deleting Alternate Lines in Datasets

Merging Lines in Datasets

Printing File Contents as a Single Line

Joining Groups of Lines in a Text File

Joining Alternate Lines in a Text File

Matching with Meta Characters and Character Sets

Printing Lines Using Conditional Logic

Splitting Filenames with awk

Working with Postfix Arithmetic Operators

Numeric Functions in awk

One-line awk Commands

Useful Short awk Scripts

Printing the Words in a Text String in awk

Count Occurrences of a String in Specific Rows

Printing a String in a Fixed Number of Columns

Printing a Dataset in a Fixed Number of Columns

Aligning Columns in Datasets

Aligning Columns and Multiple Rows in Datasets

Removing a Column from a Text File

Subsets of Column-aligned Rows in Datasets

Counting Word Frequency in Datasets

Displaying Only “Pure” Words in a Dataset

Working with Multi-line Records in awk

A Simple Use Case

Another Use Case

Summary

Index






PREFACE




WHAT IS THE VALUE PROPOSITION FOR THIS BOOK?


This book contains a fast-paced introduction to as much relevant information about managing data that can be reasonably included in a book of this size. However, you will be exposed to a variety of features of NumPy and Pandas, how to create databases and tables in MySQL, and how to perform many data cleaning tasks and data wrangling.

Some topics are presented in a cursory manner, which is for two main reasons. First, it’s important that you be exposed to these concepts. In some cases, you will find topics that might pique your interest, and hence motivate you to learn more about them through self-study; in other cases, you will probably be satisfied with a brief introduction. In other words, you decide whether to delve into more detail regarding the topics in this book.

Second, a full treatment of all the topics that are covered in this book would significantly increase its size, and few people have the time to read technical tomes.




THE TARGET AUDIENCE


This book is intended primarily for people who plan to become data scientists as well as anyone who needs to perform data cleaning tasks. This book is also intended to reach an international audience of readers with highly diverse backgrounds in various age groups. Hence, this book uses standard English rather than colloquial expressions that might be confusing to those readers. People learn by different types of imitation, which includes reading, writing, or hearing new material. This book takes these points into consideration to provide a comfortable and meaningful learning experience for the intended readers.




WHAT WILL I LEARN FROM THIS BOOK?


The first chapter briefly introduces Python, followed by Chapter 2, which delves into processing different data types in a dataset, along with normalization, standardization, and handling missing data. You will learn about outliers and how to detect them via z-scores and quantile transformation. Then you will learn about SMOTE for handling imbalanced datasets.

Chapter 3 introduces Pandas, which is a powerful Python library that enables you to read the contents of CSV files (and other text files) into data frames (somewhat analogous to Excel spreadsheets), where you can programmatically slice-and-dice the data to conform to your requirements.

Since large quantities of data are stored in the form structured data in relational databases, Chapter 4 introduces you to SQL concepts and how to perform basic operations in MySQL, such as working with databases.

Chapter 5 contains Java-based code samples for creating and accessing data in a MySQL database. Chapter 6 introduces you to data cleaning, along with various techniques for handling different scenarios, such as missing data and outliers.

The seventh chapter of this book explains data wrangling, and contains Python scripts and awk-based shell scripts to solve various tasks. Finally, there is an appendix for awk, which will assist you in understanding the awk-based scripts in Chapter 7.




WHY ARE THE CODE SAMPLES PRIMARILY IN PYTHON?


Most of the code samples are short (usually less than one page and sometimes less than half a page), and if need be, you can easily and quickly copy/paste the code into a new Jupyter notebook. For the Python code samples that reference a CSV file, you need an additional code snippet in the corresponding Jupyter notebook to access the CSV file. Moreover, the code samples execute quickly, so you won’t need to avail yourself of the free GPU that is provided in Google Colaboratory.

If you do decide to use Google Colaboratory, you can easily copy/paste the Python code into a notebook, and use the upload feature to upload existing Jupyter notebooks. Keep in mind the following point: if the Python code references a CSV file, make sure that you include the appropriate code snippet (as explained in Chapter 1) to access the CSV file in the corresponding Jupyter notebook in Google Colaboratory.




DO I NEED TO LEARN THE THEORY PORTIONS OF THIS BOOK?


Once again, the answer depends on the extent to which you plan to become involved in data analytics. For example, if you plan to study machine learning, then you will probably learn how to create and train a model, which is a task that is performed after data cleaning tasks. In general, you will probably need to learn everything that you encounter in this book if you are planning to become a machine learning engineer.




GETTING THE MOST FROM THIS BOOK


Some programmers learn well from prose, others learn well from sample code (and lots of it), which means that there’s no single style that can be used for everyone.

Moreover, some programmers want to run the code first, see what it does, and then return to the code to delve into the details (and others use the opposite approach).

Consequently, there are various types of code samples in this book: some are short, some are long, and other code samples “build” from earlier code samples.




WHAT DO I NEED TO KNOW FOR THIS BOOK?


Current knowledge of Python 3.x is the most helpful skill. Knowledge of other programming languages (such as Java) can also be helpful because of the exposure to programming concepts and constructs. The less technical knowledge that you have, the more diligence will be required to understand the various topics that are covered.

If you want to be sure that you can grasp the material in this book, glance through some of the code samples to get an idea of how much is familiar to you and how much is new for you.




DOES THIS BOOK CONTAIN PRODUCTION-LEVEL CODE SAMPLES?


The primary purpose of the code samples in this book is to show you Python-based libraries for solving a variety of data-related tasks in conjunction with acquiring a rudimentary understanding of statistical concepts. Clarity has a higher priority than writing more compact code that is more difficult to understand (and possibly more prone to bugs). If you decide to use any of the code in this book in a production website, you should subject that code to the same rigorous analysis as the other parts of your code base.




WHAT ARE THE NON-TECHNICAL PREREQUISITES FOR THIS BOOK?


Although the answer to this question is more difficult to quantify, it’s very important to have strong desire to learn about data cleaning and wrangling, along with the motivation and discipline to read and understand the code samples.




HOW DO I SET UP A COMMAND SHELL?


If you are a Mac user, there are three ways to do so. The first method is to use Finder to navigate to Applications > Utilities and then double click on the Utilities application. Next, if you already have a command shell available, you can launch a new command shell by typing the following command:


open /Applications/Utilities/Terminal.app


A second method for Mac users is to open a new command shell on a MacBook from a command shell that is already visible simply by clicking command+n in that command shell, and your Mac will launch another command shell.

If you are a PC user, you can install Cygwin (open source: https://cygwin.com/), which simulates bash commands, or use another toolkit such as MKS (a commercial product). Please read the online documentation that describes the download and installation process. Note that custom aliases are not automatically set if they are defined in a file other than the main start-up file (such as .bash_login).




COMPANION FILES


All the code samples and figures in this book may be obtained by writing to the publisher at info@merclearning.com.




WHAT ARE THE “NEXT STEPS” AFTER FINISHING THIS BOOK?


The answer to this question varies widely, mainly because the answer depends heavily on your objectives. If you are interested primarily in NLP, then you can learn more advanced concepts, such as attention, transformers, and the BERT-related models.

If you are primarily interested in machine learning, there are some subfields of machine learning, such as deep learning and reinforcement learning (and deep reinforcement learning) that might appeal to you. Fortunately, there are many resources available, and you can perform an Internet search for those resources. One other point: the aspects of machine learning for you to learn depend on who you are. The needs of a machine learning engineer, data scientist, manager, student, or software developer are all different.







CHAPTER 1

INTRODUCTION TO PYTHON


This chapter contains an introduction to Python, with information about useful tools for installing Python modules, basic Python constructs, and how to work with some data types in Python.

The first part of this chapter covers how to install Python, some Python environment variables, and how to use the Python interpreter. You will see Python code samples and how to save Python code in text files that you can launch from the command line. The second part of this chapter shows you how to work with simple data types, such as numbers, fractions, and strings. The final part of this chapter discusses exceptions and how to use them in Python scripts.

NOTE The Python scripts in this book are for Python 3.



TOOLS FOR PYTHON


The Anaconda Python distribution is available for Windows, Linux, and Mac:

http://continuum.io/downloads

Anaconda is well-suited for modules such as NumPy (discussed in Chapter 3) and SciPy (not discussed in this book). If you are a Windows user, Anaconda appears to be a better alternative (and also works well for Mac and Linux).



easy_install and pip


Both easy_install and pip are easy to use when you need to install Python modules. Whenever you need to install a Python module (and there are many in this book), use either easy_install or pip with the following syntax:

easy_install <module-name>
pip install <module-name>


NOTE Python-based modules are easier to install, whereas modules with code written in C are usually faster but more difficult in terms of installation.




virtualenv


The virtualenv tool enables you to create isolated Python environments, and its home page is available online:

http://www.virtualenv.org/en/latest/virtualenv.html

virtualenv addresses the problem of preserving the correct dependencies and versions (and indirectly permissions) for different applications. If you are a Python novice you might not need virtualenv right now, but keep this tool in mind.




IPython


Another useful tool is IPython (which won a Jolt award), and its home page is available online:

http://ipython.org/install.html

Type ipython to invoke IPython from the command line:

ipython


The preceding command displays the following output:

Python 3.8.6 (default, Oct  8 2020, 14:06:32)
Type 'copyright', 'credits' or 'license' for more information
IPython 7.18.1 -- An enhanced Interactive Python. Type '?' for help.

In [1]:


Type a question mark (“?”) at the prompt and you will see some useful information, a portion of which is here:

IPython -- An enhanced Interactive Python
=========================================

IPython offers a fully compatible replacement for the standard Python interpreter, with convenient shell features, special commands, command history mechanism and output results caching.
At your system command line, type 'ipython -h' to see the command line options available. This document only describes interactive features.

GETTING HELP
------------

Within IPython you have various way to access help:

  ?         -> Introduction and overview of IPython's features (this screen).
  object?   -> Details about 'object'.
  object??  -> More detailed, verbose information about 'object'.
  %quickref -> Quick reference of all IPython specific syntax and magics.
  help      -> Access Python's own help system.

If you are in terminal IPython you can quit this screen by pressing 'q'.


Finally, type quit at the command prompt and you will exit the ipython shell.

The next section shows you how to check whether Python is installed on your machine and where you can download Python.





PYTHON INSTALLATION


Before you download anything, check if you have Python already installed on your machine (which is likely if you have a Macbook or a Linux machine) by typing the following command in a command shell:

python -V


The output for the Macbook used in this book is here:

Python 3.8.6


NOTE Install Python 3.8.6 (or as close as possible to this version) on your machine so that you will have the same version of Python that was used to test the Python scripts in this book.

If you need to install Python on your machine, navigate to the Python home page and select the “Downloads” link or navigate directly to this website:

http://www.python.org/download/

In addition, PythonWin is available for Windows, and its home page is as follows:

http://www.cgl.ucsf.edu/Outreach/pc204/pythonwin.html

Use any text editor that can create, edit, and save Python scripts and save them as plain text files (don’t use Microsoft Word).

After you have Python installed and configured on your machine, you are ready to work with the Python scripts in this book.




SETTING THE PATH ENVIRONMENT VARIABLE (WINDOWS ONLY)


The PATH environment variable specifies a list of directories that are searched whenever you specify an executable program from the command line. A good guide to setting up your environment so that the Python executable is always available in every command shell is to follow the instructions here:

http://www.blog.pythonlibrary.org/2011/11/24/python-101-setting-up-python-on-windows/




LAUNCHING PYTHON ON YOUR MACHINE


There are three different ways to launch Python:


	Use the Python Interactive Interpreter.

	Launch Python scripts from the command line.

	Use an IDE.



The next section shows you how to launch the Python interpreter from the command line. Later in this chapter, you will learn how to launch Python scripts from the command line and also about Python IDEs.

The emphasis in this book is to launch Python scripts from the command line or to enter code in the Python interpreter.



The Python Interactive Interpreter


Launch the Python interactive interpreter from the command line by opening a command shell and typing the following command:

python


You will see the following prompt (or something similar):

Python 3.8.6 (default, Oct  8 2020, 14:06:32)
[Clang 12.0.0 (clang-1200.0.32.2)] on darwin
Type "help", "copyright", "credits" or "license" for more information.
>>>


Now type the expression 2 + 7 at the prompt:

>>> 2 + 7


Python displays the following result:

9
>>>


Press ctrl-d to exit the Python shell.

You can launch any Python script from the command line by preceding it with the word “python.” For example, if you have a Python script myscript.py that contains Python commands, launch the script as follows:

python myscript.py


As a simple illustration, suppose that the Python script myscript.py contains the following Python code:

print('Hello World from Python')
print('2 + 7 = ', 2+7)


When you launch the preceding Python script you will see the following output:

Hello World from Python
2 + 7 =  9






PYTHON IDENTIFIERS


A Python identifier is the name of a variable, function, class, module, or other Python object, and a valid identifier conforms to the following rules:


	starts with a letter A to Z or a to z or an underscore (_)

	zero or more letters, underscores, and digits (0 to 9)



NOTE Python identifiers cannot contain characters such as @, $, and %.

Python is a case-sensitive language, so Abc and abc are different identifiers in Python.

In addition, Python has the following naming conventions:


	Class names start with an uppercase letter and all other identifiers with a lowercase letter.

	An initial underscore is used for private identifiers.

	Two initial underscores are used for strongly private identifiers.



A Python identifier with two initial underscore and two trailing underscore characters indicates a language-defined special name.




LINES, INDENTATION, AND MULTI-LINES


Unlike other programming languages (such as Java or Objective-C), Python uses indentation instead of curly braces for code blocks. Indentation must be consistent in a code block, as shown here:

if True:
    print("ABC")
    print("DEF")
else:
    print("ABC")
    print("DEF")


Multi-line statements in Python can terminate with a new line or the backslash (“\”) character, as shown here:

total = x1 + \
        x2 + \
        x3


Obviously, you can place x1, x2, and x3 on the same line, so there is no reason to use three separate lines; however, this functionality is available in case you need to add a set of variables that do not fit on a single line.

You can specify multiple statements in one line by using a semicolon (“;”) to separate each statement, as shown here:

a=10; b=5; print(a); print(a+b)


The output of the preceding code snippet is here:

10
15


NOTE The use of semi-colons and the continuation character are discouraged in Python.




QUOTATION AND COMMENTS


Python allows single ('), double ("), and triple ('" or """) quotes for string literals, provided that they match at the beginning and the end of the string. You can use triple quotes for strings that span multiple lines. The following examples are legal Python strings:

word = 'word'
line = "This is a sentence."
para = """This is a paragraph. This paragraph contains
more than one sentence."""


A string literal that begins with the letter “r” (for “raw”) treats everything as a literal character and “escapes” the meaning of meta characters, as shown here:

a1 = r'\n'
a2 = r'\r'
a3 = r'\t'
print('a1:',a1,'a2:',a2,'a3:',a3)


The output of the preceding code block is here:

a1: \n a2: \r a3: \t


You can embed a single quote in a pair of double quotes (and vice versa) to display a single quote or a double quote. Another way to accomplish the same result is to precede a single or double quote with a backslash (\) character. The following code block illustrates these techniques:

b1 = "'"
b2 = '"'
b3 = '\''
b4 = "\""
print('b1:',b1,'b2:',b2)
print('b3:',b3,'b4:',b4)


The output of the preceding code block is here:

b1: ' b2: "
b3: ' b4: "


A hash sign (#) that is not inside a string literal is the character that indicates the beginning of a comment. Moreover, all characters after the # and up to the physical line end are part of the comment (and ignored by the Python interpreter). Consider the following code block:

#!/usr/bin/python
# First comment
print("Hello, Python!")  # second comment


This will produce following result:

Hello, Python!


A comment may be on the same line after a statement or expression:

name = "Tom Jones" # This is also comment


You can comment multiple lines as follows:

# This is comment one
# This is comment two
# This is comment three


A blank line in Python is a line containing only whitespace, a comment, or both.




SAVING YOUR CODE IN A MODULE


Earlier you saw how to launch the Python interpreter from the command line and then enter Python commands. However, everything that you type in the Python interpreter is only valid for the current session: if you exit the interpreter and then launch the interpreter again, your previous definitions are no longer valid. Fortunately, Python enables you to store code in a text file, as discussed in the next section.

A module in Python is a text file that contains Python statements. In the previous section, you saw how the Python interpreter enables you to test code snippets whose definitions are valid for the current session. If you want to retain the code snippets and other definitions, place them in a text file so that you can execute that code outside of the Python interpreter.

The outermost statements in a Python are executed from top to bottom when the module is imported for the first time, which will then set up its variables and functions.

A Python module can be run directly from the command line, as shown here:

python first.py


As an illustration, place the following two statements in a text file called first.py:

x = 3
print(x)


Type the following command:

Python first.py


The output from the preceding command is 3, which is the same as executing the preceding code from the Python interpreter.

When a Python module is run directly, the special variable __name__ is set to __main__. You will often see the following type of code in a Python module:

if __name__ == '__main__':
    # do something here
    print('Running directly')


The preceding code snippet enables Python to determine if a module was launched from the command line or imported into another Python module.




SOME STANDARD MODULES


The Python Standard Library provides many modules that can simplify your own Python scripts. A list of the Standard Library modules is available online:

http://www.python.org/doc/

Some of the most important Python modules include cgi, math, os, pickle, random, re, socket, sys, time, and urllib.

The code samples in this book use the modules math, os, random, re, socket, sys, time, and urllib. You need to import these modules to use them in your code. For example, the following code block shows you how to import four standard Python modules:

import datetime
import re
import sys
import time


The code samples in this book import one or more of the preceding modules, as well as other Python modules.




THE HELP() AND DIR() FUNCTIONS


An Internet search for Python-related topics usually returns a number of links with useful information. Alternatively, you can check the official Python documentation site: docs.python.org.

In addition, Python provides the help() and dir() functions, which are accessible from the Python interpreter. The help() function displays documentation strings, whereas the dir() function displays defined symbols. For example, if you type help(sys), you will see documentation for the sys module, whereas dir(sys) displays a list of the defined symbols.

Type the following command in the Python interpreter to display the string-related methods in Python:

>>> dir(str)


The preceding command generates the following output:

['__add__', '__class__', '__contains__', '__delattr__', '__doc__',
'__eq__', '__format__', '__ge__', '__getattribute__', '__getitem__',
'__getnewargs__', '__getslice__', '__gt__', '__hash__', '__init__',
'__le__', '__len__', '__lt__', '__mod__', '__mul__', '__ne__', '__new__',
'__reduce__', '__reduce_ex__', '__repr__', '__rmod__', '__rmul__', '__
setattr__', '__sizeof__', '__str__', '__subclasshook__', '_formatter_
field_name_split', '_formatter_parser', 'capitalize', 'center', 'count',
'decode', 'encode', 'endswith', 'expandtabs', 'find', 'format', 'index',
'isalnum', 'isalpha', 'isdigit', 'islower', 'isspace', 'istitle',
'isupper', 'join', 'ljust', 'lower', 'lstrip', 'partition', 'replace',
'rfind', 'rindex', 'rjust', 'rpartition', 'rsplit', 'rstrip', 'split',
'splitlines', 'startswith', 'strip', 'swapcase', 'title', 'translate',
'upper', 'zfill']


The preceding list gives you a consolidated “dump” of built-in functions (including some that are discussed later in this chapter). Although the max() function obviously returns the maximum value of its arguments, the purpose of other functions, such as filter() or map(), is not immediately apparent (unless you have used them in other programming languages). The preceding list provides a starting point for finding out more about various Python built-in functions that are not discussed in this chapter.

Note that while dir() does not list the names of built-in functions and variables, you can obtain this information from the standard module __builtin__ that is automatically imported under the name __builtins__:

>>> dir(__builtins__)


The following command shows you how to get more information about a function:

help(str.lower)


The output from the preceding command is here:

Help on method_descriptor:

lower(...)
    S.lower() -> string

    Return a copy of the string S converted to lowercase.
(END)


Check the online documentation and experiment with help() and dir() when you need additional information about a particular function or module.




COMPILE TIME AND RUNTIME CODE CHECKING


Python performs some compile-time checking, but most checks are deferred until code execution. Consequently, if your Python code references a user-defined function that does not exist, the code will compile successfully. In fact, the code will fail with an exception only when the code execution path references the non-existent function.

As a simple example, consider the following Python function myFunc that references the non-existent function called DoesNotExist:

def myFunc(x):
    if x == 3:
        print(DoesNotExist(x))
    else:
        print('x: ',x)


The preceding code will only fail when the myFunc function is passed the value 3, after which Python raises an error.

Now that you understand some basic concepts (such as how to use the Python interpreter) and how to launch your custom Python modules, the next section discusses primitive data types.




SIMPLE DATA TYPES


Python supports primitive data types, such as numbers (integers, floating point numbers, and exponential numbers), strings, and dates. Python also supports more complex data types, such as lists (or arrays), tuples, and dictionaries. The next several sections discuss some of the Python primitive data types, along with code snippets that show you how to perform various operations on those data types.




WORKING WITH NUMBERS


Python provides arithmetic operations for manipulating numbers a straightforward manner that is similar to other programming languages. The following examples involve arithmetic operations on integers:

>>> 2+2
4
>>> 4/3
1
>>> 3*8
24


The following example assigns numbers to two variables and computes their product:

>>> x = 4
>>> y = 7
>>> x * y
28


The following examples demonstrate arithmetic operations involving integers:

>>> 2+2
4
>>> 4/3
1
>>> 3*8
24


Notice that division (/) of two integers is actually truncation in which only the integer result is retained. The following example converts a floating point number into exponential form:

>>> fnum = 0.00012345689000007
>>> "%.14e"%fnum
'1.23456890000070e-04'


You can use the int() function and the float() function to convert strings to numbers:

word1 = "123"
word2 = "456.78"
var1 = int(word1)
var2 = float(word2)
print("var1: ",var1," var2: ",var2)


The output from the preceding code block is here:

var1:  123  var2:  456.78


Alternatively, you can use the eval() function:

word1 = "123"
word2 = "456.78"
var1 = eval(word1)
var2 = eval(word2)
print("var1: ",var1," var2: ",var2)


If you attempt to convert a string that is not a valid integer or a floating point number, Python raises an exception, so it’s advisable to place your code in a try/except block (discussed later in this chapter).



Working with Other Bases


Numbers in Python are in base 10 (the default), but you can easily convert numbers to other bases. For example, the following code block initializes the variable x with the value 1234, and then displays that number in base 2, 8,  and 16, respectively:

>>> x = 1234
>>> bin(x) '0b10011010010'
>>> oct(x) '0o2322'
>>> hex(x) '0x4d2'


Use the format() function if you want to suppress the 0b, 0o, or 0x prefixes, as shown here:

>>> format(x, 'b') '10011010010'
>>> format(x, 'o') '2322'
>>> format(x, 'x') '4d2'


Negative integers are displayed with a negative sign:

>>> x = -1234
>>> format(x, 'b') '-10011010010'
>>> format(x, 'x') '-4d2'





The chr() Function


The Python chr() function takes a positive integer as a parameter and converts it to its corresponding alphabetic value (if one exists). The letters A through Z have decimal representations of 65 through 91 (which correspond to hexadecimals 41 through 5b), and the lowercase letters a through z have decimal representations of 97 through 122 (hexadecimals 61 through 7b). Here is an example of using the chr() function to print an uppercase A:

>>> x=chr(65)
>>> x
'A'


The following code block prints the ASCII values for a range of integers:

result = ""
for x in range(65,90):
  print(x, chr(x))
  result = result+chr(x)+' '
print("result: ",result)


You can represent a range of characters with the following line:

for x in range(65,90):


However, the following equivalent code snippet is more intuitive:

for x in range(ord('A'), ord('Z')):


If you want to display the result for lowercase letters, change the preceding range from (65,91) to either of the following statements:

for x in range(65,90):
for x in range(ord('a'), ord('z')):





The round() Function in Python


The Python round() function enables you to round decimal values to the nearest precision:

>>> round(1.23, 1)
1.2
>>> round(-3.42,1)
-3.4





Formatting Numbers in Python


Python allows you to specify the number of decimal places of precision to use when printing decimal numbers, as shown here:
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