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			Preface

			Crafting machines that can learn from data to perform intelligent decisions is becoming the dominant paradigm in many areas of technology. Acquiring the necessary skill set to perform this task will definitely boost your career. Machine Learning Techniques for Text aims to help you in this endeavor, focusing specifically on text data and human language. The book will show you how to analyze text data, get started with machine learning, and work effectively with the Python libraries often used for these tasks, such as pandas, NumPy, matplotlib, seaborn, and scikit-learn. You will also have the opportunity to work with state-of-the-art deep learning frameworks such as TensorFlow, Keras, and PyTorch.

			There is a plethora of resources for mastering the field of machine learning for text, including complex theoretical concepts often expressed in a demanding mathematical language. Conversely, other resources focus disproportionately on Python code, and the theoretical foundations behind the design choices remain shallow. This book steers a middle path to keep the right balance between theory and practice. A good metaphor the book’s content builds upon is the relationship between an experienced craftsperson and their trainee. Based on the problem, the craftsperson picks a tool from the toolbox, explains its utility, and puts it into action. This approach will help you to identify at least one practical usage for the method or technique presented.

			In each chapter, we focus on one specific case study using real-world datasets. For that reason, the book is solution oriented, and it’s accompanied by Python code in the form of Jupyter notebooks to help you obtain hands-on experience. This case study approach will allow you to engage more readily in learning and not just passively absorb information. Each time, the problem statement is set from the beginning, and everybody is aware of the challenge. Even if the discussion temporarily diverts from the principal aim, for instance, presenting some fundamental concept, you will be easily reoriented on the problem under study. A recurring pattern in the chapters is that we first try to gain some intuition on the data and then implement and contrast various solutions.

			By the end of this book, you’ll be able to understand and apply various techniques with Python for text preprocessing, text representation, dimensionality reduction, machine learning, language modeling, visualization, and evaluation. This diverse skillset will allow you to work on similar problems seamlessly.

			Who this book is for

			The target audience of this book is professionals in the areas of computer science, programming, data science, informatics, business analytics, statistics, language technology, and more who aim for a gentle career shift in machine learning for text. Students of relevant disciplines that seek a textbook in the field will benefit from the practical aspects of the content and how the theory is presented. Finally, professors teaching a similar course can pick pertinent topics in terms of content and difficulty. Beginner-level knowledge of Python programming is needed to learn from this book.

			What this book covers

			Chapter 1, Introducing Machine Learning for Text, presents the main techniques for machine learning for text, the relevant terminology, and the implications while using text corpora. You will familiarize yourself with the basic concepts behind text processing and the special challenges encountered while treating human language. We also discuss the notion of what a machine can learn, along with a taxonomy of different types of learning. The chapter completes by introducing the importance of visualization and evaluation techniques.

			Chapter 2, Detecting Spam Emails, presents a typical exercise in machine learning for text: spam detection. The aim is to create classifiers that distinguish between spam and non-spam emails using an open source dataset. The chapter elaborates on why it is difficult to feature select on this kind of problem and introduces the basic techniques for representing text data and preprocessing it. The chapter focuses on supervised learning using the Naïve Bayes and SVM algorithms that are evaluated on standard performance metrics.

			Chapter 3, Classifying Topics of Newsgroup Posts, deals with the problem of assigning a topic label to some piece of text. Again, new concepts and techniques are presented using an open source dataset. The exploratory data analysis step is formalized, and you become acquainted with the notion of dimensionality reduction using PCA and LDA. The chapter focuses on unsupervised learning. Word embedding is the new text representation introduced in the chapter, and the analysis is based on the KNN and Random Forests algorithms.

			Chapter 4, Extracting Sentiments from Product Reviews, presents an analysis of how to extract the sentiment from a given corpus. You will learn how to extend the exploratory data analysis and how to use dimensionality reduction not only for visualization but also for feature selection. The focus is now on deep learning techniques, and to facilitate their explanation, the chapter discusses linear and logistic regression. Concepts related to minimizing loss and gradient descent constitute part of this discussion. You will learn how to construct, train, and test a deep neural network model in Keras for sentiment analysis.

			Chapter 5, Recommending Music Titles, deals with recommender systems and how they can be incorporated to suggest music titles to customers. Systems of this kind can be categorized into content-based and collaborative-filtering types, and both are presented throughout the chapter. Using an open source dataset, we apply t-SNE and RBM to provide meaningful recommendations for the problem under study. Tuning is also an essential part of any machine learning algorithm, and this chapter dedicates some discussion on grid search for identifying the optimal combination of the hyperparameters.

			Chapter 6, Teaching Machines to Translate, presents various techniques for machine translation. Rule-based and statistical machine translation constitute an excellent way to introduce fundamental concepts on the topic. You will become familiar with typical NLP methods such as POS tagging, parse trees, and NER. The discussion on deep learning models becomes more challenging as the focus is now on sequence-to-sequence learning. An extended section describes in detail the famous encoder/decoder architectures using RNN and LSTM. A seq2seq model is put into action to create an English-to-French translator, and the chapter ends with a typical evaluation of machine translation systems based on the BLEU score.

			Chapter 7, Summarizing Wikipedia Articles, performs text summarization with data scraped from the internet and Wikipedia, and for this task, you will learn how to incorporate web scraping tools. After presenting a few basic text summarization techniques and applying them to the scraped data, the discussion moves to more advanced topics. You will learn the concept of attention, frequently encountered in deep learning models, and become accustomed with state-of-the-art models such as the Transformer. We train a Transformer network on Wikipedia articles to extract their summaries. The ROUGE score is used to assess the summarization quality as a measure of performance.

			Chapter 8, Detecting Hateful and Offensive Language, deals with how to identify hate and offensive language on Twitter. We use the BERT language model based on the Transformer architecture, which permits the fine-tuning of pre-trained models, with our custom datasets. We also examine the role of the validation set to fine-tune the model’s hyperparameters and the strategies for dealing with imbalanced data. The classification tasks are based on boosting algorithms and CNN.

			Chapter 9, Generating Text in Chatbots, focuses on the implementation of retrieval-based and generative chatbots. A gamut of NLP techniques is presented throughout the chapter starting from simple regular expressions. Then, we move into more sophisticated solutions based on deep learning. We present how to create language models from scratch or fine-tune a pre-trained one. You will also become acquainted with reinforcement learning and also how to create GUIs that can host the implemented chatbot. Finally, we present perplexity as an evaluation metric and discuss TensorBoard, which helps us shed light on the internal mechanics of deep neural networks.

			Chapter 10, Clustering Speech-to-Text Transcriptions, performs clustering on transcribed speech to assign them into different groups. We use a system that can automatically transform human speech into text and examine how to assess its performance using WER. The clustering methods introduced are hierarchical clustering, k-means, and DBSCAN. Finally, there is a relevant discussion on how to choose the optimal number of clusters. The chapter concludes by applying soft clustering and LDA to identify the topics in the dataset.

			To get the most out of this book

			You will need a version of Python installed on your computer—the latest version, if possible. All code examples have been tested using Python 3.10 on Windows. However, they should work with future version releases too.
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			The Python examples in the book are available as Jupyter notebooks, and you need to use an IDE such as Visual Studio Code (https://code.visualstudio.com/) to run them. You also need a Gmail account to download specific resources.

			If you are using the digital version of this book, we advise you to type the code yourself or access the code from the book’s GitHub repository (a link is available in the next section). Doing so will help you avoid any potential errors related to the copying and pasting of code.

			In certain notebooks, the code uses reduced versions of the datasets to limit the run time to an acceptable level. Feel free to adjust the size of the datasets based on your system configuration. At the end of each chapter, you are strongly urged to re-execute the code by alternating the configuration of each machine learning algorithm.

			Download the example code files

			You can download the example code files for this book from GitHub at https://github.com/PacktPublishing/Machine-Learning-Techniques-for-Text. If there’s an update to the code, it will be updated in the GitHub repository.

			We also have other code bundles from our rich catalog of books and videos available at https://github.com/PacktPublishing/. Check them out!

			Conventions used

			There are a number of text conventions used throughout this book.

			Code in text: Indicates code words in text, database table names, folder names, filenames, file extensions, pathnames, dummy URLs, user input, and Twitter handles. Here is an example: “The CountVectorizer class takes the token pattern argument as the input [a-zA-Z]+, which identifies words with lowercase or uppercase letters.”

			A block of code is set as follows:

			
import numpy as np
from sklearn.model_selection import train_test_split
# Create the train and test sets.
X_train, X_test, y_train, y_test = train_test_split(data['tweet'], data['class'], test_size=0.1, stratify=data['class'], random_state=123)

			When we wish to draw your attention to a particular part of a code block, the relevant lines or items are set in bold:

			
Epoch 7/15
628/628 [==============================] - 753s 1s/step - loss: 0.2343 - accuracy: 0.9388 - val_loss: 0.3681 - val_accuracy: 0.8991

			Bold: Indicates a new term, an important word, or words that you see onscreen. For instance, words in menus or dialog boxes appear in bold. Here is an example: “For example, muscles can be transformed into mussels with a minimum of 3 substitutions.”

			Tips or important notes

			Appear like this.

			Get in touch

			Feedback from our readers is always welcome.

			General feedback: If you have questions about any aspect of this book, email us at customercare@packtpub.com and mention the book title in the subject of your message.

			Errata: Although we have taken every care to ensure the accuracy of our content, mistakes do happen. If you have found a mistake in this book, we would be grateful if you would report this to us. Please visit www.packtpub.com/support/errata and fill in the form.

			Piracy: If you come across any illegal copies of our works in any form on the internet, we would be grateful if you would provide us with the location address or website name. Please contact us at copyright@packt.com with a link to the material.

			If you are interested in becoming an author: If there is a topic that you have expertise in and you are interested in either writing or contributing to a book, please visit authors.packtpub.com.

			Share Your Thoughts

			Once you’ve read Machine Learning Techniques for Text, we’d love to hear your thoughts! Please click here to go straight to the Amazon review page for this book and share your feedback.

			Your review is important to us and the tech community and will help us make sure we’re delivering excellent quality content.

			Download a free PDF copy of this book

			Thanks for purchasing this book!

			Do you like to read on the go but are unable to carry your print books everywhere?

			Is your eBook purchase not compatible with the device of your choice?

			Don’t worry, now with every Packt book you get a DRM-free PDF version of that book at no cost.

			Read anywhere, any place, on any device. Search, copy, and paste code from your favorite technical books directly into your application. 

			The perks don’t stop there, you can get exclusive access to discounts, newsletters, and great free content in your inbox daily!

			Follow these simple steps to get the benefits:

			
					Scan the QR code or visit the link below:
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			https://packt.link/free-ebook/9781803242385

			
					Submit your proof of purchase

					That’s it! We’ll send your free PDF and other benefits to your email directly

			

		

	


		
			1

			Introducing Machine Learning for Text

			The language phenomenon is still shrouded in mystery despite the recent achievements in various scientific disciplines in terms of understanding how and why it works. Yet, surprisingly, homo sapiens are the only species to develop this complex medium for exchanging information, which has led to the most striking accomplishments of humankind. Although the oral and gestural forms of language were the driving forces over millennia, their written counterpart decisively spread knowledge worldwide. Inspired by the expressive power of human texts, this introductory chapter sets the scene for the discussion in the following chapters, where we examine how to teach machines to extract meaningful interpretations from text corpora.

			Building machines that learn from observations is becoming the dominant paradigm due to the ever-increasing amount of data that cannot be processed using traditional methods. For instance, text data is produced in vast quantities through social network interactions, scientific publications, and transcribing multimedia streams, among other things. These resources pose fewer challenges in terms of access and storage, which have become relatively inexpensive. Conversely, we need techniques to extract, visualize, and analyze text data to leverage this massive amount of unstructured information.

			The content of this chapter is meant to introduce the main techniques for machine learning (ML) for text, the relevant terminology, and the implications while using text corpora. For that reason, you might need to revisit its content while navigating through the book.

			In this chapter, we go through the following topics:

			
					Introducing the human language as a data resource

					Understanding how machines learn

					Identifying the basic taxonomy of machine learning algorithms

					Understanding the importance of visualization and evaluation techniques

			

			The language phenomenon

			Human language is a structured communication system based on grammar and vocabulary. Although other animals can incorporate some form of communication, human language has a distinctive feature; it is compositional. We can combine or recombine sets of words and create new sentences with little effort. With the odd exception of the waggle dance of honeybees for sharing information about the direction and distance to patches of flowers, no other animal communication system puts messages together like this. Human language is also referential in that we can refer to people, objects, or situations that occurred in the past or could occur in the future. Language’s ability to transmit information about things that aren’t physically or temporally present is unique. Another fascinating characteristic is that it is modality-independent. A spoken language, for instance, uses the auditive modality for communication, while the Braille system used by visually impaired people is based on the tactile modality. Similarly, we use the visual modality in writing and the sign language of deaf people.

			The reasons for the emergence of language are so far unknown. Still, hypotheses contend that it occurred as a vehicle for exchanging information, as a byproduct of our tool development, or as a way to keep human groups cohesive. It is also not clear when human language evolved. Based on the current scientific data, we can trace its origin back to 150,000 to 200,000 years ago in eastern or southern Africa. It is suggested that it evolved from earlier pre-linguistic systems among our pre-human ancestors and increased in complexity through cultural transmission over many generations of speakers. During this process, many languages disappeared, and there are currently over 570 known extinct cases. More than 7,000 languages are spoken worldwide, some by millions and some by a few dozen people, endangered by extinction.

			Interesting fact

			It is believed that an Italian cardinal, Giuseppe Gasparo Mezzofanti (1774-1849), who spoke some fifty or sixty languages of the most widely separated families with considerable fluency, holds the record for multilingualism.

			Linguistics is the main field for studying human languages and applying scientific methods to questions about their nature and function. Nevertheless, many of these questions overlap with other fields in the life sciences, social sciences, and humanities, making the study of languages a multidisciplinary undertaking. Besides theoretical inquiry, there is also an urgent need for practical applications. Applying computational approaches to linguistic questions requires a different mixture of disciplines, focusing more on language technology.

			In the new machine age era, delegating the effort of analyzing human language to a computer is an attractive option simply because it can process a more significant amount of data in a fraction of the time, but the execution of this task is not merely quantitative. We can also teach a machine to perform it efficiently. The focus of the current book is to present techniques in practical scenarios that allow a machine to extract meaningful insights from text data and act intelligently to solve a particular problem.

			The data explosion

			We live in a data-driven world that steadily becomes even more data-driven. The innate tendency of humans to impart information, especially in written form, has caused an abundance of data for various languages and domains. Besides people’s willingness to share information, advances in computer connectivity and storage have paved the way for an explosion in the volume of text data. For instance, hundreds of billions of emails are sent daily, and thousands of tweets are posted per second. Frantically, people and businesses are churning out lots of unstructured data with an increased volume, velocity, and variety, but with less veracity. The four Vs are defining properties of big data and shape our digital world. For that reason, they need some attention:

			
					Volume: Big data is about this volume now reaching unprecedented heights. Digital storage has become so cheap and vast in its capacity that we can practically keep all the digital data we’re creating.

					Velocity: The speed at which data is generated, transmitted, and changed happens at an increasing velocity. It becomes hard to manage the data flow to make the best decisions. For instance, an online store should capture and process every mouse click while its users browse the website and provide instant recommendations.

					Variety: Big data consists of different forms; this is where variety comes into the scene. For example, interacting with an online chatbot entails structured data, such as the connection time or the user ID, and unstructured data, such as what is typed during the interaction.

					Veracity: This refers to the trustworthiness of data when making crucial decisions. Does it include biases, duplication, or inconsistencies?

			

			Thus, confronting an overwhelmingly large amount of unstructured text data is unavoidable in most industries, and being able to cope is an essential skill. You can check out https://www.internetlivestats.com/ for a real-time sense of big data.

			The era of AI

			At the end of the first section of this chapter, we mentioned that we are interested in teaching machines to act intelligently. This task entails the simulation of human intelligence in machines to make them think and act like real humans, but, of course, this is far more than a modest goal. Even from the creation of the first computers in the 1940s, the expectation was that machines would match humans in general intelligence. Back then, there was a great degree of optimism that this could happen in the foreseeable future. These great expectations paved the way for an emerging field called artificial intelligence (AI) that has faced several hype and investment cycles ever since, followed by periods of disappointment in the mid-70s and mid-90s. The great promise of AI has been recorded in myriad science fiction novels and movies. Since then, the high expectations inspired by this vision have not been fully met. Also, the term intelligent is still controversial due to whether a machine can actually exhibit human-level intelligence or just mimic a few of its manifestations.

			Anyway, AI, once considered to be science fiction, has now partially become a reality. Although achieving human-level intelligence or even superintelligence seems hopelessly complicated, AI applications are ubiquitous in several sectors and activities of human life. You are probably using these applications even if you are unaware of this fact. According to Andrew Ng, a pioneer in the field, AI is the new electricity and has the potential to liberate humanity from a lot of mental drudgery, just as the industrial revolution emancipated many people from physical labor.

			Nevertheless, if AI has been around for decades, why did it just start taking off now? Three main reasons were the driving forces for this situation:

			
					Data availability: Digital devices, such as laptops and smartphones, are now an extension of the human body, generating vast amounts of data we can feed our learning algorithms – for example, email text, tweet posts, or video and audio transcriptions.

					Computational scale: The advancement in hardware permitted the creation of intelligence models that are big enough to take advantage of the huge datasets currently available.

					New algorithms: The AI community has grown significantly, which has led to the creation of more powerful algorithms.

			

			According to their ability to imitate human behavior, AI systems can be categorized into three main types:

			
					Artificial narrow intelligence (ANI): ANI, also known as narrow AI or weak AI, is goal-oriented with a limited range of abilities. All current AI applications, such as Siri, chatbots, and self-driving cars, fall under this category.

					Artificial general intelligence (AGI): AGI, also called strong AI, will be achieved when the relevant applications exhibit human-level intelligence.

					Artificial superintelligence (ASI): ASI is where things become scary and machines are more capable than humans in every possible way. According to a dystopian view, this might even lead to our extinction!

			

			The list of AI applications is endless. To provide a few related examples, consider extracting the sentiment from a piece of text, recommending products based on user reviews, translating a sentence to another language, or creating a summary from a document. These are part of the case studies presented in the next chapters.

			Relevant research fields

			Parallel to AI, another field has continuously gained traction over the past decades. ML is how a computer system develops its intelligence, used by AI to carry out its tasks. Their relation is shown in Figure 1.1:
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			Figure 1.1 – How AI, ML, DL, and NLP are related

			ML is a subset of AI and its intelligence is encompassed by a model trained over several iterations on a large amount of data. With minimal human intervention, the ML algorithm tries to identify patterns from past experiences and develop an efficient model to make predictions. As the ML algorithm is exposed to more data over time, its performance improves.

			Interesting fact

			The term machine learning was coined in 1959 by Arthur Samuel as the field of study that allows computers to learn without being explicitly programmed.

			One way to perform training is to use a special kind of architecture stemming from deep learning (DL). DL algorithms mimic the human brain to incorporate intelligence into a machine. The output of these algorithms has been shown to offer better performance, especially when the amount of data becomes very large. The reason is that the performance of traditional ML algorithms reaches a plateau as you add more data. In the case of DL, on the other hand, the performance continues to increase – see Figure 1.2:
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			Figure 1.2 – Performance versus the amount of data for traditional ML and DL

			In any case, keep in mind this well-known aphorism: all models are wrong, but some are useful. In simple terms, all models fall short of the complexities of real-world problems and are our best effort for a given task. As an ML expert, your job is to minimize the error of any trained model as possible.

			Finally, Figure 1.1 includes another large field of research called natural language processing (NLP), which, as the name suggests, deals with processing natural language data. The term natural is related to the fact that NLP works with languages that have evolved naturally in humans without conscious planning. As a counter-example, consider any programming language, which is artificially constructed. Human text data is usually available through a corpus (or corpora if plural) that consists of a collection of texts. When there is only one language, it is called a monolingual corpus; for more than one language, it is referred to as a multilingual corpus.

			NLP must overcome many challenges related to the peculiarities of human language. For example, when we speak or write, we tend to omit a lot of common sense knowledge, assuming that the reader possesses it. The inherent ambiguity of natural language can also not be resolved without the proper context. Consider, for example, the word break, which can be interpreted as a pause from doing something. Still, it can also refer to a personal or social separation. Besides lexical ambiguity, we can encounter syntactic ambiguity, as in the following phrase: The fish is ready to eat. Is the fish ready to be fed, or can we eat the fish now?

			Many other phenomena introduce more limitations and problems to NLP. For instance, identifying irony and sarcasm is a typical example where certain positive or negative words actually connote the opposite, such as yeah, sure. In the same way, slang terms might not be available in a dictionary, making it difficult to process the text that includes them. Even worse, human texts can contain stereotypes and biases that prohibit their use in systems for the general public. Finally, when dealing with low-resource languages, we lack sufficient resources to implement complex systems. These are a few of the possible problems when dealing with natural languages.

			Note that NLP does not necessarily involve ML; we can program computers to process and analyze large amounts of natural language data without ML. However, the sweet spot lies where the two fields overlap, and our playground is the intersection of ML, DL, and NLP (check Figure 1.1 and the area with the grid texture).

			The following section provides more insight into ML.

			The machine learning paradigm

			The essence behind computer programming is to dictate to machines how to perform laborious tasks quickly and without errors. Calculating the average value of a series of numbers, resizing a photograph, streaming a video clip, and many other tasks are well-defined processes that require sophisticated software to execute. When performing more complex tasks, however, providing all the execution steps is error-prone and can often lead to brittle and buggy programs. Unsurprisingly, regular updates of our favorite computer programs claim to fix various problems – until, of course, the next update.

			In the last two decades, we are experiencing a strong paradigm shift in commercial software development based on ideas that have been available for several decades. Instead of explicitly defining all the execution steps for a program, we can give pairs of examples in the form of possible input and the desired output. In this configuration, the machine tries to create (learn) its representation (model) on the examples so that the correct output is emitted when a new input arrives. Consider the example in Figure 1.3, which shows two processes for creating cakes:
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			Figure 1.3 – Traditional (left) versus new software development paradigm (right)

			In the traditional paradigm, the machine (in this case, a human) takes the ingredients and creates different cake variants by following the recipes. Conversely, in the new software development paradigm, they are given multiple combinations of ingredient-cake pairs. After many trial-and-error iterations of baking cakes, they can presumably identify the recipe for each type. Then, it is straightforward to create similar cakes in the future.

			So what is the benefit of the second approach? Following a readymade recipe and obtaining a delicious cake seems much easier in this contrived example – and, in fact, it is! However, there is a catch. In most practical problems, we are never given complete recipes. Suppose, for example, the pastry chef does not reveal all the preparation steps. It is, therefore, better to exploit the abundance of data (if possible) to train a model that elicits all the intermediate steps in preparing the cakes.

			On the other hand, when there is a lack of data or the task is well-defined, the traditional paradigm is still the direction to follow.

			Taxonomy of machine learning techniques

			The discussion in the previous section should have helped you understand the reason behind the ML paradigm. However, it only corresponds to one type of learning. ML algorithms can be trained differently, with each method having advantages and disadvantages. Broadly, they can be categorized into four main types: supervised learning, unsupervised learning, semi-supervised learning, and reinforcement learning. Let’s examine each one in the following sections.

			Supervised learning

			In supervised learning, also called inductive learning, we work with labeled data that teaches the model to yield the desired output. For example, a dataset with emails labeled as either spam or non-spam can be used to train a model for spam filtering. It’s called supervised because by knowing the correct label for each sample, we can supervise the learning process and correct the model during training, just like a teacher in the classroom. This type of learning is extremely powerful in extracting cause-and-effect relationships from the data, but we need to contemplate the cost of creating the initial dataset. Labeling observations from scratch is not a trivial task and requires considerable effort most of the time. In the following sections, we provide more details about this method.

			Predictive modeling

			In ML, the main aim is to create a model that can make predictions using data from the past. There are infinite examples of this kind – for instance, warning of potential health risks based on current health factors, predicting the future value of apartments in some geographical regions, determining the probability of bankruptcy before approving a loan, and so on. These tasks are part of predictive modeling, which uses mathematical and computational methods to calculate the probability of various outcomes. The process typically starts with data collection and the formulation of one or more statistical models. Then, these models are used to make predictions and can be adjusted as new data becomes available.

			The simplest form of mathematical predictive modeling approximates function f from an input variable x to an output variable y. The example of Figure 1.4 shows how a curve fits various data points in a two-dimensional space. In this case, the parameters of the curve, like its order, are well-defined and can explain how a new input x is mapped to an output y. Computational predictive modeling, on the other hand, produces models that are not easy to explain because they do not provide insight into the factors that lead to a specific input or output result:
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			Figure 1.4 – Mathematical prediction model

			Generally, we can have two types of predictive modeling depending on the output variable. First, we refer to classification when the output is a discrete variable, such as a list with categories or labels. Then, we refer to regression for continuous output variables, such as real numbers. In the following sections, we discuss the two methods.

			Classification

			Let’s put aside the mechanics of the learning algorithm for the moment and concentrate on the available information and the result we want it to produce. Having a dataset with labeled examples at our disposal, we can split the classification process into two phases: training and inference. The process is summarized in Figure 1.5:
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			Figure 1.5 – Typical training and inference phases in supervised ML

			During the training phase, the samples of the labeled dataset are used to train the model. Note that other names for a sample are row, instance record, observation, or example. The model generates a prediction for each instance in the dataset that we compare to the correct label. The specific comparison yields an error value—each time, the error is used as feedback to the model, which improves itself after many training iterations. The process terminates when the model only makes a few mistakes on the labeled data. Finally, during the inference phase, the trained model is used to make predictions on unseen data, which hopefully should be correct. Next, we will shed more light on the actual learning process during classification.

			How machines learn

			Suppose that Figure 1.6 includes a set of labeled emails in a two-dimensional space based on two hypothetical characteristics, T1 and T2. A spam email is denoted with the o symbol, whereas a non-spam email is denoted with the symbol x:
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			Figure 1.6 – Different layouts of labeled data in the two-dimensional space

			During the training phase, the ML algorithm examines the annotated corpus to identify patterns that separate spam from non-spam. The simplest way to separate these points in Figure 1.6 (A) is to draw a line between the two groups. An ML algorithm can learn the equation of this line (mathematically expressed as y = x). Everything above the line denotes non-spam and everything under the line is the opposite. Clear, isn’t it?

			In many practical situations, however, the layout of the points is less than ideal. Consider, for example, Figure 1.6 (B). In this case, the algorithm needs to identify a second-order polynomial that is described by the equation [image: ]. What about the situation in Figure 1.6 (C)? Now, a higher-order polynomial should be estimated, and the situation becomes even more complicated in Figure 1.6 (D). This time, the separation line is not even a function. In practical situations, the difficulty of finding the best separation line scales very quickly, so another kind of trick must be employed.

			How about experimenting with the coordinates of the space? Imagine moving the data points from the lower dimensional space they currently belong to into a higher order one. The assumption is that if the correct transformation were applied, the points would be much easier to separate in the new coordinate system. Thus, the problem concerns finding the right transformation for a specific dataset. The three examples in Figure 1.7 demonstrate this process visually:
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			Figure 1.7 – Examples of transformation of data points to a higher-dimensional space

			Let’s apply a transformation function [image: ] to each one of the data points. In plots (A) and (B), the data is transformed from one-dimensional to two-dimensional, whereas in plot (C), it’s transformed from two-dimensional to three-dimensional. Notice that for (B), the modulo operator (mod) produces the remainder of an integer division. After this step, we can immediately identify the points as linearly separable using the dashed line (or hyperplane). The line and the hyperplane are called decision boundaries and partition the underlying space into different areas.

			We have seen a transformation in 3D, but ML algorithms typically work in much higher dimensions. For that reason, our human brain, wired to think in 3D, finds it difficult to conceptualize how data is transformed in a multi-dimensional space. In practice, however, ML algorithms use sophisticated approaches to look for the decision boundaries without the need to increase the already high dimensions of their space. The problem with mapping the data points to higher dimensional spaces is that it can be very compute-intensive. The key point to retain is that these algorithms aim to transform the input data in a way that can easily help identify the boundaries.

			In the following sections, we will briefly discuss the other types of learning.

			Regression

			Regression is used to understand the relationship between dependent and independent variables. Regression models allow the prediction of numerical values based on different data points, such as stock prices, sale profits, population, and more. As in classification, there is a training and inference phase. However, these processes output continuous values instead of discrete ones.

			Unsupervised learning

			Unsupervised learning can work with unlabeled data, which is usually easier to acquire. For that reason, it is used mainly to discover hidden patterns in a set of observations without any human intervention. Unfortunately, unsupervised learning techniques are hard to evaluate because, without any reference, we cannot tell what is good learning and what is not. Next, we will present the three typical unsupervised learning techniques.

			Clustering

			Clustering is a convenient technique when looking for meaningful groups or collections from unlabeled observations. In theory, data points in the same cluster exhibit similar features, while data points in different clusters should have highly dissimilar properties. Clustering can be used, for example, to identify the topics of discussion in social media posts or to identify groups of households that are similar to each other. These observations are organized into groups in both cases based on a similarity metric.

			Association analysis

			Association analysis is a methodology that helps us discover interesting relationships hidden in large datasets. These relationships can be represented in two forms: association rules or sets of frequent items. The rules can identify, for example, that there is a strong relationship between certain products in a supermarket because customers frequently buy them together. This information is important to these stores and opens new opportunities for cross-selling their products. For example, they can place these products together in a basket, advertise the whole list to people that buy a fraction of these products, or offer discounts when they are all bought in one purchase. In addition, when dealing with text data, association analysis can assist in identifying dependencies between words and mining keywords that appear together frequently.

			Dimensionality reduction

			Dimensionality reduction is another typical unsupervised learning technique. It applies a transformation of data from a high-dimensional space to a low-dimensional one. The specific transformation retains most of the data’s initial information with minimal loss. The utility of the method is twofold – first, to remove redundant information from the samples and thus increase the performance of the learning task, and second, to help visualize the samples in 1D, 2D, or 3D, to provide a better intuition on the data before starting the analysis.

			Semi-supervised learning

			Semi-supervised learning represents the intermediate category between supervised and unsupervised learning algorithms. It can be considered a method that helps alleviate the effort needed for data labeling by using a small number of labeled samples and a large pool of unlabeled data for model training. The process can be summarized as follows. First, we train a model using the smaller set of labeled examples. Then, we apply it to the bigger number of unlabeled instances, keeping the most confident predictions. The labels generated for the samples in the large pool are called pseudo labels. Then, we train a new model using the extended dataset and repeat the process, adding more pseudo labels in each iteration. If the data is appropriate to the task, we should experience a steady increase in performance.

			Reinforcement learning

			Reinforcement learning problems are markedly different from the ones of supervised, unsupervised, and semi-supervised categories. Reinforcement learning is the task of learning through trial and error, having an agent take actions within an environment – see Figure 1.8:
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			Figure 1.8 – The reinforcement learning loop

			The agent is most commonly an algorithm that must discover through interaction with its environment which sequence of actions is the best to accomplish a given goal. Specifically, the agent acts in an environment, and its actions yield a reward and a new state. Contrary to the other forms of learning, the agent directly affects the information provided by the environment. In supervised learning problems, for example, the model just consumes the underlying data and cannot impact it in any way.

			Let’s examine the following example to understand this ambitious type of learning better. First, consider yourself an agent and the world around you the environment you can interact with. Performing the action of going to college led to the state of getting a job with a high salary as a reward, but, in the same way, we can also have negative rewards. For instance, staying up late as an action led to the state of being sleepy and obtaining the reward of failing the exam. The next two sections will conclude the chapter with two recurring topics appearing throughout the book.

			Visualization of the data

			The vast majority of all human communication is visual. The reason is that we are wired to understand images instantly while we need to process text. For instance, visual artifacts such as maps have been around for centuries to help understand data, so it is not surprising that most people are visual learners and can easily retain the information they see. In addition, visuals make it much easier to spot patterns and identify anomalies, which is critical to people working with data. Technology ignited the need for better data visualizations to represent and present data.

			A good visualization should encompass three characteristics: being trustworthy, accessible, and elegant. By saying it is trustworthy, we refer to the fact that the data is honestly portrayed. For example, if the visual suggests a relationship, trend, or correlation, the data should support that relationship; otherwise, we are just deceiving the audience. An accessible visualization refers to whether we understand our audience and how they perceive and interpret the information presented. For instance, using technical notation for a non-technical audience reduces their capacity to benefit from the presentation. Finally, the visualization should be clear and aesthetically beautiful.

			There are four types of information visuals:

			
					Conceptual-declarative: They aim to simplify complex concepts using visual metaphors. For example, the food pyramid and the water cycle visualizations fall under this category.

					Conceptual-exploratory: They are used for brainstorming sessions and have an informal type. They aim to gather ideas from multiple people either on a whiteboard or on a piece of paper.

					Data-driven-exploratory: They are the most complex type and have a formal character. They aim to find trends and provide an in-depth analysis of the underlying data.

					Data-driven-declarative: They are the most common type, typically found in newspapers, magazines, and the internet. They have a formal style but are generally simple.

			

			This book uses visualization techniques from the data-driven categories extensively to attack two main problems – first, to extract some evident information or identify possible problems with the data before resorting to analysis, and second, to report on the performance of the implemented systems. We have deliberately incorporated different libraries and plot types to expose the reader to as many options as possible.

			Evaluation of the results

			Determining the value or worth of something in terms of quantity and quality is the process of evaluation. The increasing sophistication of text systems necessitates evaluation frameworks that measure the stated objectives and anticipated results. These frameworks serve a dual role – assessing different versions of the same product and also comparing similar systems. The topic of evaluation has grown into an essential part of systems development and a research field of its own.

			Numerous convenient methods have been put forth to evaluate ML systems, which frequently make use of various computer- and human-centered metrics, most commonly known as objective and subjective evaluation. For example, using objective metrics allows us to measure something consistently and typically defies interpretation; either the spam detector achieved an accuracy above a threshold or didn’t. On the other hand, subjective evaluations are more expensive and time-consuming to set up but reflect the system’s actual performance with real users.

			It is not uncommon that during the optimization of one metric, performance has deteriorated on another one. In the following chapters, we will have the opportunity to discuss the trade-offs during this situation. In addition, each metric typically evaluates a specific aspect of the system. Thus, combining multiple evaluation results for a fair comparison is often essential.

			Another crucial aspect is prioritizing the errors based on their severity for the given problem. For instance, suppose that you take a test for COVID-19, and the result is erroneous. Then, one possible faulty outcome is that the test says you have coronavirus when you don’t (type I error). Otherwise, it says you don’t have coronavirus when you actually do (type II error). Which of the two errors is more critical to minimize? The type II error, most probably, and similar questions arise for many practical problems.

			In each chapter, we will introduce relevant metrics to measure the performance of the systems implemented. Moreover, we will discuss different implications and how to avoid possible pitfalls.

			Summary

			In this introductory chapter, we provided a high-level description of the themes covered in the book. First, we discussed different aspects of human language and what makes it such a unique resource. On the other hand, it can pose many challenges when processing human text, with ambiguity being the most serious threat.

			Then, the discussion went into the current data explosion identifying the defining properties of big data. For AI, we presented its main types and the driving forces that led to its take-off. We also introduced the cutting-edge topics of ML, DL, and NLP. In this context, we set our own playground at the intersection of these fields.

			A large part of the chapter was dedicated to the new paradigm shift in software programming imposed by ML. We also discussed the basic taxonomy of this emerging field. Finally, we concluded with the visualization and evaluation topics encountered many times throughout the book.

			The next chapter deals with the first case study, spam detection.

		

	
		
			2

			Detecting Spam Emails

			Electronic mail is a ubiquitous internet service for exchanging messages between people. A typical problem in this sphere of communication is identifying and blocking unsolicited and unwanted messages. Spam detectors undertake part of this role; ideally, they should not let spam escape uncaught while not obstructing any non-spam.

			This chapter deals with this problem from a machine learning (ML) perspective and unfolds as a series of steps for developing and evaluating a typical spam detector. First, we elaborate on the limitations of performing spam detection using traditional programming. Next, we introduce the basic techniques for text representation and preprocessing. Finally, we implement two classifiers using an open source dataset and evaluate their performance based on standard metrics.

			By the end of the chapter, you will be able to understand the nuts and bolts behind the different techniques and implement them in Python. But, more importantly, you should be capable of seamlessly applying the same pipeline to similar problems.

			We go through the following topics:

			
					Obtaining the data

					Understanding its content

					Preparing the datasets for analysis

					Training classification models

					Realizing the tradeoffs of the algorithms

					Assessing the performance of the models

			

			Technical requirements

			The code of this chapter is available as a Jupyter Notebook in the book’s GitHub repository: https://github.com/PacktPublishing/Machine-Learning-Techniques-for-Text/tree/main/chapter-02.

			The Notebook has an in-built step to download the necessary Python modules required for the practical exercises in this chapter. Furthermore, for Windows, you need to download and install Microsoft C++ Build Tools from the following link: https://visualstudio.microsoft.com/visual-cpp-build-tools/.

			Understanding spam detection

			A spam detector is software that runs on the mail server or our local computer and checks the inbox to detect possible spam. As with traditional letterboxes, an inbox is a destination for electronic mail messages. Generally, any spam detector has unhindered access to this repository and can perform tens, hundreds, or even thousands of checks per day to decide whether an incoming email is spam or not. Fortunately, spam detection is a ubiquitous technology that filters out irrelevant and possibly dangerous electronic correspondence.

			How would you implement such a filter from scratch? Before exploring the steps together, look at a contrived (and somewhat naive) spam email message in Figure 2.1. Can you identify some key signs that differentiate this spam from a non-spam email?
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			Figure 2.1 – A spam email message

			Even before reading the content of the message, most of you can immediately identify the scam from the email’s subject field and decide not to open it in the first place. But let’s consider a few signs (coded as T1 to T4) that can indicate a malicious sender:

			
					T1 – The text in the subject field is typical for spam. It is characterized by a manipulative style that creates unnecessary urgency and pressure.

					T2 – The message begins with the phrase Dear MR tjones. The last word was probably extracted automatically from the recipient’s email address.

					T3 – Bad spelling and the incorrect use of grammar are potential spam indicators.

					T4 – The text in the body of the message contains sequences with multiple punctuation marks or capital letters.

			

			We can implement a spam detector based on these four signs, which we will hereafter call triggers. The detector classifies an incoming email as spam if T1, T2, T3, and T4 are True simultaneously. The following example shows the pseudocode for the program:

			
IF (subject is typical for spam)
    AND IF (message uses recipients email address)
        AND IF (spelling and grammar errors)
            AND IF (multiple sequences of marks-caps) THEN
                print("It's a SPAM!")

			It’s a no-brainer that this is not the best spam filter ever built. We can predict that it blocks legitimate emails and lets some spam messages escape uncaught. We have to include more sophisticated triggers and heuristics to improve its performance in terms of both types of errors. Moreover, we need to be more specific about the cut-off thresholds for the triggers. For example, how many spelling errors (T3) and sequences (T4) make the relevant expressions in the pseudocode True? Is T3 an appropriate trigger in the first place? We shouldn’t penalize a sender for being bad at spelling! Also, what happens when a message includes many grammar mistakes but contains few sequences with capital letters? Can we still consider it spam? To answer these questions, we need data to support any claim. After examining a large corpus of messages annotated as spam or non-spam, we can safely extract the appropriate thresholds and adapt the pseudocode.

			Can you think of another criterion? What about examining the message’s body and checking whether certain words appear more often? Intuitively, those words can serve as a way to separate the two types of emails. An easy way to perform this task is to visualize the body of the message using word clouds (also known as tag clouds). With this visualization technique, recurring words in the dataset (excluding articles, pronouns, and a few other cases) appear larger than infrequent ones.

			One possible implementation of word clouds in Python is the word_cloud module (https://github.com/amueller/word_cloud). For example, the following code snippet presents how to load the email shown in Figure 2.1 from the spam.txt text file (https://github.com/PacktPublishing/Machine-Learning-Techniques-for-Text/tree/main/chapter-02/data), make all words lowercase, and extract the visualization:

			
# Import the necessary modules.
import matplotlib.pyplot as plt
from wordcloud import WordCloud
# Read the text from the file spam.txt.
text = open('./data/spam.txt').read()
# Create and configure the word cloud object.
wc = WordCloud(background_color="white", max_words=2000)
# Generate the word cloud image from the text.
wordcloud = wc.generate(text.lower())
# Display the generated image.
plt.imshow(wordcloud, interpolation='bilinear')
plt.axis("off")

			Figure 2.2 shows the output plot:
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			Figure 2.2 – A word cloud of the spam email

			The image suggests that the most common word in our spam message is virus (all words are lowercase). Does the repetition of this word make us suspicious? Let’s suppose yes so that we can adapt the pseudocode accordingly:

			
     ...
            AND IF (multiple sequences of marks-caps) THEN
                AND IF (common word = "virus") THEN
                    print("It's a SPAM!")

			Is this new version of the program better? Slightly. We can engineer even more criteria, but the problem becomes insurmountable at some point. It is not realistic to find all the possible suspicious conditions and deciphering the values of all thresholds by hand becomes an unattainable goal.

			Notice that techniques such as word clouds are commonplace in ML problems to explore text data before resorting to any solution. We call this process Exploratory Data Analysis (EDA). EDA provides an understanding of where to direct our subsequent analysis and visualization methods are the primary tool for this task. We deal with this topic many times throughout the book.

			It’s time to resort to ML to overcome the previous hurdles. The idea is to train a model from a corpus with labeled examples of emails and automatically classify new ones as spam or non-spam.

			Explaining feature engineering

			If you were being observant, you will have spotted that the input to the pseudocode was not the actual text of the message but the information extracted from it. For example, we used the frequency of the word virus, the number of sequences in capital letters, and so on. These are called features and the process of eliciting them is called feature engineering. For many years, this has been the central task of ML practitioners, along with calibrating (fine-tuning) the models.

			Identifying a suitable list of features for any ML task requires domain knowledge – comprehending the problem you want to solve in-depth. Furthermore, how you choose them directly impacts the algorithm’s performance and determines its success to a significant degree. Feature engineering can be challenging, as we can overgenerate items in the list. For example, certain features can overlap with others, so including them in the subsequent analysis is redundant. On the other hand, specific features might be less relevant to the task because they do not accurately represent the underlying problem. Table 2.1 includes a few examples of good features:
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			Table 2.1 – Examples of feature engineering

			Given the preceding table, the rationale for devising features for any ML problem should be clear. First, we need to identify the critical elements of the problem under study and then decide how to represent each element with a range of values. For example, the value of an apartment is related to its size in square meters, which is a real positive number.

			This section provided an overview of spam detection and why attacking this problem using traditional programming techniques is suboptimal. The reason is that identifying all the necessary execution steps manually is unrealistic. Then, we debated why extracting features from data and applying ML is more promising. In this case, we provide hints (as a list of features) to the program on where to focus, but it’s up to the algorithm to identify the most efficient execution steps.

			The following section discusses how to extract the proper features in problems involving text such as emails, tweets, movie reviews, meeting transcriptions, or reports. The standard approach, in this case, is to use the actual words. Let’s see how.

			Extracting word representations

			What does a word mean to a computer? What about an image or an audio file? To put it simply, nothing. A computer circuit can only process signals that contain two voltage levels or states, similar to an on-off switch. This representation is the well-known binary system where every quantity is expressed as a sequence of 1s (high voltage) and 0s (low voltage). For example, the number 1001 in binary is 9 in decimal (the numerical system humans employ). Computers utilize this representation to encode the pixels of an image, the samples of an audio file, a word, and much more, as illustrated in Figure 2.3:
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			Figure 2.3 – Image pixels, audio samples, and words represented with numbers

			Based on this representation, our computers can make sense of the data and process it the way we wish, such as by rendering an image on the screen, playing an audio track, or translating an input sentence into another language. As the book focuses on text, we will learn about the standard approaches for representing words in a piece of text data. More advanced techniques are a subject in the subsequent chapters.
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