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			About

			This section briefly introduces the author and the coverage of this book.

		

		
			About the Book

			This is an up-to-date book about Kubernetes. It's relatively short, and it's straight-to-the-point.

			Let me be clear about this, as I don't want to mislead people... This is not a deep dive, and it does not attempt to cover everything. This is an easy-to-read book that covers the fundamental and important parts of Kubernetes.

			Paperback

			A paperback version is available in selected Amazon markets. I have no control over which markets Amazon makes the paperback available in — if it was my choice, I'd make it available everywhere.

			I've opted for a high-quality, full-color paperback that I think you'll love. That means no cheap paper, and no black-and-white diagrams from the 1990s.

			Audio Book

			I plan to make an audio version of the book available via Audible in April 2019. There will be minor tweaks to the examples and labs so that they are easier to follow in an audio book.

			eBook and Kindle Editions

			You can get a Kindle edition from Amazon, which also gets free updates. However, Kindle is notoriously bad at delivering updates. If you have problems getting updates to your Kindle, contact Kindle Support and they will resolve the issue.

			Feedback

			I'd love it if you'd give the book a review on Amazon. Writing technology books is lonely work. I literally spent months making this book as great as possible, so a couple of minutes of your time for a review would be magic. No pressure though – I won't hunt you down at the next KubeCon if you don't.

			Why Should Anyone Read This Book or Care about Kubernetes?

			Kubernetes is white-hot, and Kubernetes skills are in high demand. So, if you want to push ahead with your career and work with a technology that's shaping the future, you need to read this book. If you don't care about your career and are fine being left behind, don't read it. It's the truth.

			Should I Buy the Book If I've Already Watched Your Video Training Courses?

			Kubernetes is Kubernetes. So, yes, there's obviously some similar content between my books and video courses. But reading books and watching videos are totally different experiences. In my opinion, videos are more fun, but books are easier to write notes in and flick through when you're trying to find something.

			If I was you, I'd watch the videos and get the book. They complement each other and learning via multiple methods is a proven strategy.

			Final word: take a look at the reviews my videos and books have. That should reassure you they'll be great investments.

			Versions of the Book

			Kubernetes is developing fast! As a result, the value of a book like this is inversely proportional to how old it is. In other words, the older any Kubernetes book is, the less valuable it is. With this in mind, I'm committed to updating the book at least once per year. And when I say "update," I mean real updates – every word and concept is reviewed, and every example is tested and updated. I'm 100% committed to making this book the best Kubernetes book in the world.

			If at least one update a year seems like a lot... welcome to the new normal.

			We no longer live in a world where a 2-year-old technology book is valuable. In fact, I question the value of a 1-year-old book on a topic that's developing as fast as Kubernetes. As an author, I'd love to write a book that was useful for 5 years. But that's not the world we live in. Again... welcome to the new normal.

			
					Version 4 March 2019. All content updated and all examples tested on the latest versions of Kubernetes. Added Chapter 7, Kubernetes Storage. Added a new real-world security section with two new chapters.

					Version 3 November 2018. Re-ordered some chapters for better flow. Removed the ReplicaSets chapter and shifted that content to an improved Chapter 5, Kubernetes Deployments. Added a new chapter giving an overview of other major concepts not covered in dedicated chapters.

					Version 2.2 January 2018. Fixed a few typos, added several clarifications, and added a couple of new diagrams.

					Version 2.1 December 2017. Fixed a few typos and updated Figures 6.11 and Figure 6.12 to include missing labels.

					Version 2.  October 2017. Added new chapter on ReplicaSets. Added significant changes to Chapter 4, Kubernetes Pods. Fixed typos and made a few other minor updates to existing chapters.

					Version 1.  First version.

			

			About the Authors

			Nigel Poulton is a techoholic who spends his life creating books and training videos on the latest and greatest cloud technologies. He's the author of best-selling books on Docker and Kubernetes, as well as the most popular online training videos on the same topics. He's a Docker Captain. Prior to this, Nigel has held various infrastructure roles for large enterprises (mainly banks). When he's not playing with technology, he's dreaming about it. When he's not dreaming about it, he's reading and watching sci-fi. He wishes he lived in the future so he could explore spacetime, the universe, and tons of other mind-blowing stuff. He likes cars, football (soccer), and food. He has a fabulous wife and three fabulous children.

			I'd like to thank Pushkar for his contributions to the security chapters. Pushkar approached me at KubeCon and asked if he could contribute some content on real-world security. Collaborating on content isn't something I've done before, and I tried to tell him "no thanks" (I'm quite disorganized and can be hard to work with). However, Pushkar was keen, so we made it happen. To be clear, the technical content for the security chapters is all Pushkar's. I just tweaked the writing style so that the book has a consistent feel.

			Pushkar Joglekar is currently working as a defensive security engineer at the cross-roads of containers, applied machine learning, and distributed systems. In the last few years, he has built multiple "secure by design" production container deployments for a Fortune 100 company. When not securing containers, he spends his time exploring neighborhood bike trails and capturing beautiful sunsets with his camera while sipping home-made masala ginger chai. He lives with his wonderful wife, who happens to be the real engineer among them.

			Learning Objectives

			
					Explore cluster-level and node-level isolation and runtime isolation options

					Use Kubernetes Deployments for self-healing, scaling, and updating apps

					Manage Kubernetes clusters with kubectl

					Write a Container Storage Interface (CSI) plugin to work across multiple orchestrators

					Use Kubernetes features such as Jons and CronJobs in your apps

					Identify vulnerabilities and learn measures to prevent and mitigate them

			

			Audience

			If you want to be more comfortable using Kubernetes to orchestrate your containerized applications, this is the ideal book for you. To easily grasp the concepts explained in this book, you must be familiar with Docker and containers.

			Approach

			This book is an easy reference to learning how Kubernetes orchestrates your containerized applications. The book gradually progresses to advanced topics, with each chapter building upon the concepts explained in the previous chapter. It also contains illustrations that enable you to easily understand a concept.

			Dedications Section

			
					Education is about inspiring and creating opportunities. I hope this book, and my video training courses, inspire you and create some great new opportunities!

					A huge thanks to my family for putting up with me. I'm a geek who thinks he's software running on midrange biological hardware. I know it's not easy living with me.

					Thanks as well to everyone who watches my Pluralsight and A Cloud Guru training videos. I love connecting with you and appreciate all the feedback I've had over the years. That is what inspired me to write this book. I think you'll love it, and I hope it helps drive your career forward.

			

		

	
		
			Chapter 1

		

		
			Kubernetes Primer

		

		
			This chapter is split into two main sections:

			
					Kubernetes background — where it came from and so on

					The idea of Kubernetes as a data center OS

			

			Kubernetes Background

			Kubernetes is an orchestrator. For the most part, it orchestrates containerized cloud-native apps. However, there are projects that enable it to orchestrate things such as virtual machines and functions (serverless workloads). All of this adds up to Kubernetes being the de facto orchestrator for cloud-native applications.

			That's great, but what do we mean when use terms like orchestrator and cloud-native?

			An orchestrator is a backend system that deploys and manages applications. This means it helps you deploy your application, scale it up and down, perform updates and rollbacks, and more. If it's a good orchestrator, it does this without you having to supervise.

			A cloud-native application is a business application that is made from a set of small independent services that communicate and form a useful application. As the name suggests, this design allows it to cope with cloud-like demands and run natively on cloud platforms. As an example, cloud-native applications are designed and written so that they can easily be scaled up and down as demand rises and falls. It's also simple to update them and perform rollbacks. They can also self-heal.

			More on these concepts throughout the book.

			Note

			Despite the name, cloud-native apps can also run on-premises. In fact, an attribute of a cloud-native app might be the ability to run anywhere – any cloud, or any on-prem data center.

			Where did Kubernetes Come From?

			Let's start from the beginning.

			Kubernetes was released by Google. It is the product of Google's many years orchestrating containers at an extreme scale. It was open sourced in the summer of 2014 and handed over to the Cloud Native Computing Foundation (CNCF).

			
				
					[image: Figure 1.1: CNCF]
				

			

			Figure 1.1: CNCF

			Since then, it's become the most important cloud-native technology on the planet.

			Like many modern cloud-native projects, it's written in Go (Golang), it lives on GitHub at kubernetes/kubernetes, it's actively discussed on the IRC channels, you can follow it on Twitter (@kubernetesio), and slack.k8s.io is a pretty good slack channel. There are also regular meetups and conferences all over the planet.

			Kubernetes and Docker

			Kubernetes and Docker are complementary technologies. For example, it's common to develop your applications with Docker and use Kubernetes to orchestrate them.

			In this model, you write your code in your favorite languages, and then use Docker to package it, test it, and ship it. But the final step of running it in test or production is handled by Kubernetes.

			At a high-level, you might have a Kubernetes cluster with 10 nodes to run your production applications. Behind the scenes though, each node is running Docker as its container runtime. This means that Docker is the low-level technology that starts and stops containers and so on, and Kubernetes is the higher-level technology that looks after the bigger picture things, like deciding which nodes to run containers on, deciding when to scale up or down, and executing updates.

			Figure 1.2 shows a simple Kubernetes cluster with some nodes using Docker as the container runtime:

			
				
					[image: Figure 1.2: Kubernetes cluster]
				

			

			Figure 1.2: Kubernetes cluster

			As can be seen in Figure 1.2, Docker isn't the only container runtime that Kubernetes supports. In fact, Kubernetes has a couple of features that abstract the container runtime:

			
					The Container Runtime Interface (CRI) is an abstraction layer that standardizes the way third-party container runtimes interface with Kubernetes. It allows the container runtime code to exist outside of Kubernetes, but interface with it in a supported and standardized way.

					Runtime Class is a new feature that was introduced in Kubernetes 1.12. The feature is currently in alpha and allows for different classes of runtimes. For example, the gVisor or Kata Containers runtimes might provide better isolation than Docker and containerd.

			

			At the time of writing, containerd is catching up with Docker as the most commonly used container runtime in Kubernetes. It is a stripped-down version of Docker with just the stuff that Kubernetes needs.

			While all of this is interesting, it's low-level stuff that should not impact your experience as a Kubernetes user. Whichever container runtime you use, the regular Kubernetes commands and patterns will continue to work as normal.

			What about Kubernetes versus Docker Swarm?

			In 2016 and 2017, we had the orchestrator wars where Docker Swarm, Mesosphere DCOS, and Kubernetes fought over which would be the de facto container orchestrator. To cut a long story short, Kubernetes won.

			It's true that Docker Swarm and other container orchestrators still exist, but their development and market share are small compared to Kubernetes.

			Kubernetes and Borg: Resistance is Futile!

			There's a pretty good chance you'll hear people talk about how Kubernetes relates to Google's Borg and Omega systems.

			It's no secret that Google has been running many of its systems on containers for years. Legendary stories of them crunching through billions of containers a week are common. So, yes, for a very long time – even before Docker came along – Google has been running things like search, Gmail, and GFS on lots of containers.

			Pulling the strings, and keeping those billions of containers in check, are a couple of in-house Google technologies and frameworks called Borg and Omega. So, it's not a huge stretch to make the connection with Kubernetes – they're all in the game of orchestrating containers at scale, and they're all related to Google.

			This has occasionally led to people thinking Kubernetes is an open-sourced version of either Borg or Omega. But it's not. It's more like Kubernetes shares its DNA and family history with Borg and Omega. A bit like this... In the beginning was Borg, and Borg begat Omega. Omega knew the open source community and begat Kubernetes. Or something like that.

			
				
					[image: Figure 1.3: Shared DNA]
				

			

			Figure 1.3: Shared DNA

			The point is, all three are separate, but all three are related. In fact, a lot of the people involved with building Borg and Omega were also involved in building Kubernetes. So, although Kubernetes was built from scratch, it leverages much of what was learned at Google with Borg and Omega.

			As things stand, Kubernetes is an open source project under the CNCF, licensed under the Apache 2.0 license, and version 1.0 shipped way back in July 2015.

			Kubernetes — What's in the Name?

			The name Kubernetes (koo-ber-net-eez) comes from the Greek word meaning Helmsman – the person who steers a ship. This theme is reflected in the logo:

			
				
					[image: Figure 1.4: The Kubernetes logo

]
				

			

			Figure 1.4: The Kubernetes logo

			Apparently, Kubernetes was originally going to be called Seven of Nine. If you know your Star Trek, you'll know that Seven of Nine is a female Borg rescued by the crew of the USS Voyager under the command of Captain Kathryn Janeway. The seven spokes on the logo are also a reference to Seven of Nine. However, copyright laws prevented this.

			One last thing about the name before moving on. You'll often see Kubernetes shortened to K8s. The number 8 replacing the 8 characters between the K and the S – great for tweets and lazy typists like me.

			A Data Center OS

			Generally speaking, containers make our previous scalability challenges look easy – we've just said that Google goes through billions of containers per week!

			That's great, but not everybody is the size of Google. What about the rest of us?

			Well, as a general rule, if your legacy apps have hundreds of VMs, there's a good chance your containerized cloud-native apps will have thousands of containers. With this in mind, we desperately need a way to manage them.

			Say hello to Kubernetes.

			Also, we live in a business and technology world that is increasingly fragmented and in a constant state of disruption. With this in mind, we desperately need a framework and platform that is ubiquitous and hides the complexity.

			Again, say hello to Kubernetes.

			When getting your head around something like Kubernetes it's important to understand modern data center architectures. For example, we're moving away from the traditional view of the data center as a collection of computers. Instead, we're viewing it as a single large computer.

			OK... but what does that even mean?

			A typical computer is a collection of CPU, RAM, storage, and networking. But we've done a great job of building operating systems (OSes) that abstract most of that away. For example, it's rare for a developer to care which CPU core or exact memory address their application uses – we let the OS decide all of that. And it's a good thing – the world of application development is a far friendlier place for it.

			So, it's natural to take this to the next level and apply those same abstractions to data center resources – to view the data center as just a pool of compute, network, and storage, and have a data center operating system that abstracts it. This means we no longer need to care about which server or storage volume our containers are running on – just leave this up to the data center OS.

			In some ways, Kubernetes is a data center OS. Others do exist, but they're all in what we often call the cattle business. In this model, you forget about naming your servers, mapping volumes in a spreadsheet, and otherwise treating your data center assets like pets. Systems like Kubernetes don't care. Gone are the days of taking your app and saying "Run this part of the app on this specific named-node, with this IP, on this specific volume...." In the cloud-native Kubernetes world, we're more about saying "Hey Kubernetes, I've got this app and it consists of these parts... just run it for me please." Kubernetes then goes off and does all the hard work of scheduling and orchestrating.

			Note 

			No offence is intended to anyone, or any animals, when using the terms pets and cattle.

			Let's look at a quick analogy...

			Think about the process of sending goods via a courier service. You package the goods in the courier's standard packaging, put a label on it, and hand it over to the courier. The courier takes care of everything else – all the complex logistics of which planes and trucks it goes on, which highways to use, and who the driver should be, and so on. They also provide services that let you do things like track your package and make delivery changes. The point is, the only thing that the courier requires is that the goods are packaged and labelled according to their requirements.

			The same goes for apps in Kubernetes. Package them as containers, give them a declarative manifest, and let Kubernetes take care of running them and keeping them running. You also get a rich set of tools and APIs that let you introspect (observe and examine) your app. It's a beautiful thing.

			While all of this sounds great, don't take this data center OS analogy too far. It's not a point-and click install; you don't end up with a shell prompt to control your entire data center, and you definitely don't get a free solitaire card game.

			We're in the early stages, but Kubernetes is leading the way and I think you'll love it.

			Summary

			Kubernetes is the leading orchestrator of cloud-native apps. At the highest level, it's all about providing an industry-standard API in front of a data center. It pools data center resources such as, CPU, RAM, and storage, and fronts them with an extensive API. We then give Kubernetes an application, along with a description of how it should run, and let Kubernetes make it happen.

			It came out of Google, it's open-sourced under the Apache 2.0 license, and lives within the Cloud Native Computing Foundation (CNCF).

			Note

			Kubernetes is a fast-moving project under active development. This means things are changing fast. But don't let that put you off – embrace it. Change is the new normal!

			As well as reading this book, I suggest you follow @kubernetesio on Twitter, hit the various K8s slack channels, and attend your local meetups. These will all help to keep you up to date with the latest and greatest in the Kubernetes world. I'll also be updating the book regularly and producing more video training courses.
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