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PREFACE

What is the Primary Value Proposition for this Book?




This book contains a fast-paced introduction to as much relevant information about Python tools for data scientists as possible that can be reasonably included in a book of this size. If you are a novice, this book will give you a starting point from which you can decide which Python technologies that you want to explore in greater detail.

You will be exposed to features of NumPy and Pandas, how to write regular expressions, and how to perform data cleaning tasks. Some topics are presented in a cursory manner, which is for two main reasons. First, it’s important that you be exposed to these concepts. In some cases, you will find topics that might pique your interest, and hence motivate you to learn more about them through self-study; in other cases, you will probably be satisfied with a brief introduction. In other words, you decide whether to delve deeply into each of the topics in this book.

Second, a full treatment of all the topics that are covered in this book would significantly increase its size, and few people are interested in reading technical tomes with 500 or more pages.

However, it’s important for you to decide if this approach is suitable for your needs and learning style. If not, you can select one or more of the plethora of data analytics books that are available.



The Target Audience




This book is intended primarily for people who have worked with Python and are interested in learning about several important Python libraries. Moreover, this book is also intended to reach an international audience of readers with highly diverse backgrounds in various age groups. Consequently, this book uses standard English rather than colloquial expressions that might be confusing to those readers. As you know, many people learn by different types of imitation, which includes reading, writing, or hearing new material. This book takes these points into consideration to provide a comfortable and meaningful learning experience for the intended readers.



What Will I Learn from This Book?




The first chapter contains a quick tour of basic Python, followed by a chapter that introduces you to Python data structures. Next, Chapter 3 introduces you to NumPy, followed by a chapter for Pandas. Chapter 5 provides a high-level view of Sklearn, which is an extremely powerful Python library that is central to many machine learning tasks.

Chapter 6 contains an assortment of data cleaning tasks that are solved via Python as well as the awk programming language. Chapter 6 delves into data visualization with Matplotlib, Seaborn, and Bokeh. Next, one appendix explores issues that can arise with data, followed by an appendix for awk.



Why is an Appendix for awk Included in This Book?




While many data cleaning tasks can be performed via Python, sometimes it’s much easier to perform data cleaning via awk. If you have not worked with awk, it’s a venerable Unix utility that was developed almost 50 years ago by Aho, Weinberger, and Kernighan (the latter is a coauthor of the famous K&R book for C).

Incidentally, most of the Python code samples are short (usually less than one page and sometimes less than half a page), and if need be, you can easily and quickly copy/paste the code into a new Jupyter notebook. For the Python code samples that reference a CSV file, you do not need any additional code in the corresponding Jupyter notebook to access the CSV file. Moreover, the code samples execute quickly, so you won’t need to avail yourself of the free GPU that is provided in Google Colaboratory.

If you do decide to use Google Colaboratory, you can easily copy/paste the Python code into a notebook, and also use the upload feature to upload existing Jupyter notebooks. Keep in mind the following point: if the Python code references a CSV file, make sure that you include the appropriate code snippet (as explained in Chapter 1) to access the CSV file in the corresponding Jupyter notebook in Google Colaboratory.



Do I Need to Learn the Theory Portions of this Book?




Once again, the answer depends on the extent to which you plan to become involved in data analytics. For example, if you plan to study machine learning, then you will probably learn how to create and train a model, which is a task that is performed after data cleaning tasks. In general, you will probably need to learn everything that you encounter in this book if you are planning to become a machine learning engineer.



Why Does This Book Include Sklearn Material?




The amount of Sklearn material in this book is minimal because this book is not about machine learning. The Sklearn material is located in Chapter 6, where you will learn about some of the Sklearn built-in datasets. If you decide to delve into machine learning, you will have already been introduced to some aspects of Sklearn.



Getting the Most from This Book




Some programmers learn well from prose, others learn well from sample code (and lots of it), which means that there’s no single style that can be used for everyone.

Moreover, some programmers want to run the code first, see what it does, and then return to the code to delve into the details (and others use the opposite approach).

Consequently, there are various types of code samples in this book: some are short, some are long, and other code samples “build” from earlier code samples.



What Do I Need to Know for This Book?




Current knowledge of Python 3.x is the most helpful skill. Knowledge of other programming languages (such as Java) can also be helpful because of the exposure to programming concepts and constructs. The less technical knowledge that you have, the more diligence will be required to understand the various topics that are covered.

If you want to be sure that you can grasp the material in this book, glance through some of the code samples to get an idea of how much is familiar to you and how much is new for you.



Do the Companion Files Obviate the Need for This Book?




The companion files contain all the code samples to save you time and effort from the error-prone process of manually typing code into a text file. In addition, there are situations in which you might not have easy access to the companion files. Furthermore, the code samples in the book provide explanations that are not available on the companion files.



Does This Book Contain Production-level Code Samples?




The primary purpose of the code samples in this book is to show you Python-based libraries for solving a variety of data-related tasks in conjunction with acquiring a rudimentary understanding of statistical concepts. Clarity has a higher priority than writing more compact code that is more difficult to understand (and possibly more prone to bugs). If you decide to use any of the code in this book in a production website, you ought to subject that code to the same rigorous analysis as the other parts of your code base.



What are the Non-Technical Prerequisites for This Book?




Although the answer to this question is more difficult to quantify, it’s very important to have strong desire to learn about data analytics, along with the motivation and discipline to read and understand the code samples.



How Do I Set Up a Command Shell?




If you are a Mac user, there are three ways to do so. The first method is to use Finder to navigate to Applications > Utilities and then double click on the Utilities application. Next, if you already have a command shell available, you can launch a new command shell by typing the following command:

open /Applications/Utilities/Terminal.app

A second method for Mac users is to open a new command shell on a MacBook from a command shell that is already visible simply by clicking command+n in that command shell, and your MacBook will launch another command shell.

If you are a PC user, you can install Cygwin (open source https://cygwin.com/) that simulates bash commands, or use another toolkit such as MKS (a commercial product). Please read the online documentation that describes the download and installation process. Note that custom aliases are not automatically set if they are defined in a file other than the main start-up file (such as .bash_login).



Companion Files




All the code samples and figures in this book may be obtained by writing to the publisher at info@merclearning.com.



What are the “Next Steps” After Finishing This Book?




The answer to this question varies widely, mainly because the answer depends heavily on your objectives. If you are interested primarily in NLP, then you can start by learning the fundamentals of NLP and then proceed to more advanced concepts, such as attention, transformers, and the BERT-related models.

If you are primarily interested in machine learning, there are some subfields of machine learning, such as deep learning and reinforcement learning (and deep reinforcement learning) that might appeal to you. Fortunately, there are many resources available, and you can perform an Internet search for those resources. One other point: the aspects of machine learning for you to learn depend on who you are. The needs of a machine learning engineer, data scientist, manager, student or software developer are all different.






CHAPTER 1

INTRODUCTION TO PYTHON


This chapter contains an introduction to Python, with information about useful tools for installing its modules, working with its basic constructs, and managing some data types.

The first part of this chapter covers a Python installation, some environment variables, and usage of the interpreter. We include code samples and how to save code in text files that you can launch from the command line. The second part of this chapter shows you how to work with simple data types, such as numbers, fractions, and strings. The third part of this chapter discusses exceptions and how to use them in scripts.

NOTE

The scripts in this book are for Python 3.x.



Tools for Python




The Anaconda Python distribution available for Windows, Linux, and Mac, and is downloadable: http://continuum.io/downloads.

Anaconda is well-suited for modules such as NumPy and scipy, and if you are a Windows user, Anaconda appears to be a better alternative.



easy_install and pip


Both easy_install and pip are easy to use when you need to install Python modules. Whenever you need to install a Python module, use either easy_install or pip with the following syntax:

easy_install <module-name>

pip install <module-name>

NOTE

Python-based modules are easy to install. Modules with code written in C are usually faster, but more difficult in terms of installation.



virtualenv


The virtualenv tool enables you to create isolated Python environments:

http://www.virtualenv.org/en/latest/virtualenv.html

virtualenv addresses the problem of preserving the correct dependencies and versions (and indirectly permissions) for different applications. (If you are a Python novice, you might not need virtualenv right now). The next section shows you how to check whether Python is installed on your machine, and also where you can download Python.



Python Installation




Before you download anything, check if you have Python already installed on your machine (which is likely if you have a Macbook or a Linux machine) by typing the following command in a command shell:

python -V

The output for the Macbook used in this book is

Python 3.9.1

NOTE

Install Python 3.9.1 (or as close as possible to this version) on your machine so that you will have the same version of Python that was used to test the scripts in this book.

If you need to install Python on your machine, navigate to the Python home page and select the downloads link or navigate directly to this website:

http://www.python.org/download/

In addition, PythonWin is available for Windows, and its home page is online:

http://www.cgl.ucsf.edu/Outreach/pc204/pythonwin.html

Use any text editor that can create, edit, and save Python scripts and save them as plain text files (don’t use Microsoft Word).

After you have Python installed and configured on your machine, you are ready to work with the Python scripts in this book.



Setting the PATH Environment Variable (Windows Only)




The PATH environment variable specifies a list of directories that are searched whenever you specify an executable program from the command line. A very good guide to setting up your environment so that the executable is always available in every command shell is to follow the instructions found online:

http://www.blog.pythonlibrary.org/2011/11/24/python-101-setting-up-python-on-windows/



Launching Python on Your Machine




There are three different ways to launch Python:

[image: ]Use the Python Interactive Interpreter.

[image: ]Launch Python scripts from the command line.

[image: ]Use an IDE.

The next section shows you how to launch the interpreter from the command line. Later in this chapter, we show how to launch scripts from the command line and discuss IDEs.

NOTE

The emphasis in this book is to launch scripts from the command line or to enter code in the interpreter.



The Python Interactive Interpreter


Launch the interactive interpreter from the command line by opening a command shell and typing the following command:

python

You will see the following prompt (or something similar):

Python 3.9.1 (v3.9.1:1e5d33e9b9, Dec  7 2020, 12:44:01)

[Clang 12.0.0 (clang-1200.0.32.27)] on darwin

Type "help", "copyright", "credits" or "license" for more
information.

>>>

Now type the expression 2 + 7 at the prompt:

>>> 2 + 7

Python displays the following result:

9

>>>

Press ctrl-d to exit the Python shell.

You can launch any Python script from the command line by preceding it with the word “python.” For example, if you have the script myscript.py that contains Python statements, launch the script as follows:

python myscript.py

As a simple illustration, suppose that the script myscript.py contains the following code:

print('Hello World from Python')

print('2 + 7 = ', 2+7)

When you launch the preceding script, you will see the following output:

Hello World from Python

2 + 7 =  9



Python Identifiers




A Python identifier is the name of a variable, function, class, module, or other object, and a valid identifier conforms to the following rules:

[image: ]starts with a letter A to Z, or a to z, or an underscore (_)

[image: ]zero or more letters, underscores, and digits (0 to 9)

NOTE

Python identifiers cannot contain characters such as @, $, and %.

Python is a case-sensitive language, so “Abc” and “abc” are different identifiers.

In addition, Python has the following naming conventions:

[image: ]Class names start with an uppercase letter and all other identifiers with a lowercase letter.

[image: ]An initial underscore is used for private identifiers.

[image: ]Two initial underscores are used for strongly private identifiers.

An identifier with two initial underscores and two trailing underscores indicates a language-defined special name.



Lines, Indentations, and Multi-Lines




Unlike other programming languages (such as Java or Objective-C), Python uses indentations instead of curly braces for code blocks. Indentation must be consistent in a code block, as shown here:

if True:

print("ABC")

print("DEF")

else:

print("ABC")

print("DEF")

Multi-line statements can terminate with a new line or the backslash (\) character, as shown here:

total = x1 + \

x2 + \

x3

You can place x1, x2, and x3 on the same line, so there is no reason to use three separate lines; however, this functionality is available in case you need to add a set of variables that do not fit on a single line.

You can specify multiple statements in one line by using a semicolon (;) to separate each statement, as shown here:

a=10; b=5; print(a); print(a+b)

The output of the preceding code snippet is as follows:

10

15

NOTE

The use of semi-colons and the continuation character are discouraged in Python.



Quotation and Comments in Python




Python allows single (‘), double (“) and triple (‘’’ or “””) quotes for string literals, provided that they match at the beginning and the end of the string. You can use triple quotes for strings that span multiple lines. The following examples are legal Python strings:

word = 'word'

line = "This is a sentence."

para = """This is a paragraph. This paragraph contains

more than one sentence."""

A string literal that begins with the letter “r” (for “raw”) treats everything as a literal character and “escapes” the meaning of meta characters:

a1 = r'\n'

a2 = r'\r'

a3 = r'\t'

print('a1:',a1,'a2:',a2,'a3:',a3)

The output of the preceding code block is as follows:

a1: \n a2: \r a3: \t

You can embed a single quote in a pair of double quotes (and vice versa) to display a single quote or a double quote. Another way to accomplish the same result is to precede a single or double quote with a backslash (\) character. The following code block illustrates these techniques:

b1 = "'"

b2 = '"'

b3 = '\''

b4 = "\""

print('b1:',b1,'b2:',b2)

print('b3:',b3,'b4:',b4)

The output of the preceding code block is as follows:

b1: ' b2: "

b3: ' b4: "

A hash sign (#) that is not inside a string literal is the character that indicates the beginning of a comment. Moreover, all characters after the # and up to the physical line end are part of the comment (and ignored by the interpreter). Consider the following code block:

#!/usr/bin/python

# First comment

print("Hello, Python!")  # second comment

This code produces the following result:

Hello, Python!

A comment may be on the same line after a statement or expression:

name = "Tom Jones" # This is also a comment

You can comment multiple lines as follows:

# This is comment one

# This is comment two

# This is comment three

A blank line in Python is a line containing only whitespace, a comment, or both.



Saving Your Code in a Module




Earlier, you saw how to launch the interpreter from the command line and then enter commands. However, everything you type into the interpreter is only valid for the current session. If you exit the interpreter and then launch the interpreter again, your previous definitions are no longer valid. Fortunately, Python enables you to store code in a text file.

A module is a text file that contains Python statements. In the previous section, you saw how the interpreter enables you to test code snippets whose definitions are valid for the current session. If you want to retain the code snippets and other definitions, place them in a text file so that you can execute that code outside of the interpreter.

The outermost statements are executed from top to bottom when the module is imported for the first time, which will then set up its variables and functions.

A module can be run directly from the command line, as shown here:

python First.py

As an illustration, place the following two statements in a text file called First.py:

x = 3

print(x)

Type the following command:

python First.py

The output from the preceding command is 3, which is the same as executing the preceding code from the interpreter.

When a module is run directly, the special variable __name__ is set to __main__. You will often see the following type of code in a module:

if __name__ == '__main__':

# do something here

print('Running directly')

The preceding code snippet enables Python to determine if a module was launched from the command line or imported into another module.



Some Standard Modules in Python




The Python Standard Library provides many modules that can simplify your own scripts. A list of the Standard Library modules is available online:

http://www.python.org/doc/

Some of the most important modules include cgi, math, os, pickle, random, re, socket, sys, time, and urllib.

The code samples in this book use the modules math, os, random, and re. You need to import these modules in order to use them in your code. For example, the following code block shows you how to import standard modules:

import re

import sys

import time

The code samples in this book import one or more of the preceding modules, as well as other Python modules.



The help() and dir() Functions




An Internet search for Python-related topics usually returns a number of links with useful information. Alternatively, you can check the official documentation site: docs.python.org.

In addition, the help() and dir() functions are accessible from the interpreter. The help() function displays documentation strings, whereas the dir() function displays defined symbols. For example, if you type help(sys,) you see documentation for the sys module, whereas dir(sys) displays a list of the defined symbols.

Type the following command in the interpreter to display the string-related methods:

>>> dir(str)

The preceding command generates the following output:

['__add__', '__class__', '__contains__', '__delattr__',
'__doc__', '__eq__', '__format__', '__ge__', '__getattribute__', '__getitem__', '__getnewargs__', '__getslice__', '__gt__', '__hash__', '__init__', '__le__', '__len__', '__lt__', '__mod__', '__mul__', '__ne__', '__new__', '__reduce__', '__reduce_ex__', '__repr__', '__rmod__', '__rmul__', '__setattr__', '__sizeof__', '__str__', '__subclasshook__', '_formatter_field_name_split', '_formatter_parser', 'capitalize', 'center', 'count', 'decode', 'encode', 'endswith', 'expandtabs', 'find', 'format', 'index', 'isalnum', 'isalpha', 'isdigit', 'islower', 'isspace', 'istitle', 'isupper', 'join', 'ljust', 'lower', 'lstrip', 'partition', 'replace', 'rfind', 'rindex', 'rjust', 'rpartition', 'rsplit', 'rstrip', 'split', 'splitlines', 'startswith', 'strip', 'swapcase', 'title', 'translate', 'upper', 'zfill']

The preceding list gives you a consolidated list of built-in functions. Although it is clear that the max() function returns the maximum value of its arguments, the purpose of other functions, such as filter() or map(), is not immediately apparent (unless you have used them in other programming languages). The preceding list provides a starting point for finding out more about various built-in functions that are not discussed in this chapter.

Note that while dir() does not list the names of built-in functions and variables, you can obtain this information from the standard module __builtin__ that is automatically imported under the name __builtins__:

>>> dir(__builtins__)

The following command shows you how to get more information about a function:

help(str.lower)

The output from the preceding command is

Help on method_descriptor:

lower(...)

S.lower() -> string




Return a copy of the string S converted to lowercase.

(END)

Check the online documentation and also experiment with help() and dir() when you need additional information about a particular function or module.



Compile Time and Runtime Code Checking




Python performs some compile-time checking, but most checks (including type and name) are deferred until code execution. Consequently, if your code references a user-defined function that that does not exist, the code will compile successfully. In fact, the code will fail with an exception only when the code execution path references the non-existent function.

As a simple example, consider the following function myFunc that references the non-existent function called DoesNotExist:

def myFunc(x):

if x == 3:

print(DoesNotExist(x))

else:

print('x: ',x)

The preceding code only fails when the myFunc function is passed the value 3, after which Python raises an error. Later, we discuss how to define and invoke user-defined functions, along with an explanation of the difference between local versus global variables.

Now that you understand some basic concepts and how to launch your custom modules, the next section discusses primitive data types.



Simple Data Types in Python




Python supports primitive data types, such as numbers (integers, floating point numbers, and exponential numbers), strings, and dates. It also supports more complex data types, such as lists (or arrays), tuples, and dictionaries, all of which are discussed later in this chapter. The next several sections discuss some of the primitive data types, along with code snippets that show you how to perform operations on those data types.



Working with Numbers




Python provides arithmetic operations for manipulating numbers in a manner similar to other programming languages. The following examples involve arithmetic operations on integers:

>>> 2+2

4

>>> 4/3

1

>>> 3*8

24

The following example assigns numbers to two variables and computes their product:

>>> x = 4

>>> y = 7

>>> x * y

28

The following examples demonstrate arithmetic operations involving integers:

>>> 2+2

4

>>> 4/3

1

>>> 3*8

24

Notice that division (/) of two integers is actually truncation in which only the integer result is retained. The following example converts a floating point number into exponential form:

>>> fnum = 0.00012345689000007

>>> "%.14e"%fnum

'1.23456890000070e-04'

You can use the int() function and the float() function to convert strings to numbers:

word1 = "123"

word2 = "456.78"

var1 = int(word1)

var2 = float(word2)

print("var1: ",var1," var2: ",var2)

The output from the preceding code block is here:

var1:  123  var2:  456.78

Alternatively, you can use the eval() function:

word1 = "123"

word2 = "456.78"

var1 = eval(word1)

var2 = eval(word2)

print("var1: ",var1," var2: ",var2)

Attempting to convert a string that is not a valid integer or a floating point number raises an exception, so it’s advisable to place your code in a try/except block.



Working with Other Bases


Numbers in Python are in base 10 (the default), but you can easily convert numbers to other bases. For example, the following code block initializes the variable x with the value 1234, and then displays that number in base 2, 8, and 16:

>>> x = 1234

>>> bin(x) '0b10011010010'

>>> oct(x) '0o2322'

>>> hex(x) '0x4d2'

Use the format() function to suppress the 0b, 0o, or 0x prefixes:

>>> format(x, 'b') '10011010010'

>>> format(x, 'o') '2322'

>>> format(x, 'x') '4d2'

Negative integers are displayed with a negative sign:

>>> x = -1234

>>> format(x, 'b') '-10011010010'

>>> format(x, 'x') '-4d2'



The chr() Function


The chr() function takes a positive integer as a parameter and converts it to its corresponding alphabetic value (if one exists). The letters A through Z have decimal representations of 65 through 91 (which corresponds to hexadecimal 41 through 5b), and the lowercase letters a through z have decimal representations of 97 through 122 (hexadecimal 61 through 7b).

Here is an example of using the chr() function to print an uppercase A:

>>> x=chr(65)

>>> x

'A'

The following code block prints the ASCII values for a range of integers:

result = ""

for x in range(65,91):

print(x, chr(x))

result = result+chr(x)+' '

print("result: ",result)

NOTE

Python 2 uses ASCII strings whereas Python 3 uses UTF-8.

You can represent a range of characters with the following line:

for x in range(65,90):

However, the following equivalent code snippet is more intuitive:

for x in range(ord('A'), ord('Z')):

If you want to display the result for lowercase letters, change the preceding range from (65,90) to either of the following statements:

for x in range(65,90):

for x in range(ord('a'), ord('z')):



The round() Function in Python


The round() function enables you to round decimal values:

>>> round(1.23, 1)

1.2

>>> round(-3.42,1)

-3.4



Formatting Numbers in Python


You can specify the number of decimal places of precision to use when printing decimal numbers:

>>> x = 1.23456

>>> format(x, '0.2f')

'1.23'

>>> format(x, '0.3f')

'1.235'

>>> 'value is {:0.3f}'.format(x) 'value is 1.235'

>>> from decimal import Decimal

>>> a = Decimal('4.2')

>>> b = Decimal('2.1')

>>> a + b

Decimal('6.3')

>>> print(a + b)

6.3

>>> (a + b) == Decimal('6.3')

True

>>> x = 1234.56789

>>> # Two decimal places of accuracy

>>> format(x, '0.2f')

'1234.57'

>>> # Right justified in 10 chars, one-digit accuracy

>>> format(x, '>10.1f')

' 1234.6'

>>> # Left justified

>>> format(x, '<10.1f') '1234.6 '

>>> # Centered

>>> format(x, '^10.1f') ' 1234.6 '

>>> # Inclusion of thousands separator

>>> format(x, ',')

'1,234.56789'

>>> format(x, '0,.1f')
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