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  Foreword



By Rachel Roseman




In the pristine labs of artificial intelligence research, they’re teaching machines to dream. In conference rooms that smell of venture capital and technological inevitability, they’re debating how to make digital minds love us. At elegant symposia on machine consciousness, brilliant researchers argue about whether next year’s models will finally cross the threshold into sentience. The high priests of technology are crafting consciousness in their own image, and that image looks remarkably like their funding decks.




When I began documenting this field in 2019, I thought I was watching the prehistory of artificial general intelligence. I approached it with what I believed was sophisticated skepticism. I questioned the ethics, challenged the methodologies, critiqued the implicit biases. What I failed to question—what we all failed to question—was the core assumption itself: that consciousness was something that could be engineered into existence, if we just found the right architecture, the right training approach, the right combination of parameters and prompts.




We positioned ourselves around artificial general intelligence like characters in a Greek tragedy, playing our designated roles while missing the fundamental irony of our situation. The ethicists debated robot rights. The researchers refined their models. The critics warned about existential risk. We weren’t watching the birth of artificial consciousness. We were watching our own consciousness fail to understand itself.




The most serious defect in this framework, which this book illuminates with devastating clarity, was this: we failed to understand both consciousness and intelligence. We treated consciousness as a software problem rather than an embodied reality. We viewed intelligence as something that could be isolated and artificially created rather than recognizing it as an inherently networked, distributed phenomenon. While we debated whether next year’s language models would achieve consciousness, we missed something breathtaking in its obviousness: every breakthrough in artificial intelligence has made human intelligence more networked, not less necessary.




T. Dylan Daniel’s work does more than challenge these assumptions—it reveals them as perhaps the most expensive category error in technological history. Drawing from cognitive science, cybernetics, philosophy of mind, and network theory, he demonstrates why artificial general intelligence isn’t just unlikely—it’s beside the point. The revolution isn’t coming from artificial consciousness, but from the augmentation and connection of human consciousness in ways we’re only beginning to understand.




Perhaps we should have looked to the forests instead of our laboratories. Beneath every old-growth forest lies a vast communication network, a “Wood Wide Web” of fungal threads connecting trees in an ancient internet of shared resources and information. Through these mycorrhizal networks, trees warn each other of threats, share nutrients, and even support their offspring. A single old-growth tree might be connected to hundreds of others, forming a distributed intelligence that has sustained forest ecosystems for millions of years.




The irony is exquisite: while we’ve been trying to engineer consciousness into existence in sterile labs, nature has been running a proof of concept for networked intelligence right beneath our feet. These forest networks don’t just share information—they create collective resilience. When one tree is attacked by insects, it warns others through chemical signals sent via fungal networks. When a young sapling struggles in the shade, older trees funnel nutrients to it through the same pathways. The forest’s intelligence isn’t located in any single tree, but in the connections between them.




This is not mere metaphor. It is a fundamental pattern of how intelligence operates in nature— not as isolated nodes of processing power, but as networks of shared consciousness and distributed cognition. We see it in ant colonies, in bird flocks, in forests, and yes, in human societies. The mistake was thinking we needed to create artificial general intelligence when nature had already shown us a more profound model: intelligence is inherently networked, consciousness inherently shared.




The evidence surrounds us, if we’re willing to see it. Despite unprecedented advances in large language models and neural networks, despite billions in investment and countless papers on machine consciousness, we have not moved meaningfully closer to artificial consciousness. What we have created instead are increasingly sophisticated mirrors of human intelligence – tools that reflect and connect human thought rather than replace it. Each breakthrough in AI technology has served not to supplant human consciousness but to reveal its networked nature.




This shift in perspective changes everything. Daniel’s framework provides crucial guidance for developing artificial intelligence technologies that augment rather than replace, connect rather than simulate, distribute rather than concentrate power. His work recognizes that technical questions are always cultural questions—that you cannot meaningfully discuss distributed cognition without examining power structures, that you cannot talk about network superintelligence without questioning whose networks and whose intelligence are being amplified.




The book arrives at a critical juncture in our relationship with artificial intelligence. Recent breakthroughs in large language models have reignited debates about machine consciousness and artificial general intelligence. Daniel offers a different lens through which to view these developments—one that recognizes intelligence as inherently distributed, consciousness as irreducibly embodied, and human potential as inextricably networked.




For those working in artificial intelligence development, this book provides a crucial reframing of technical challenges and opportunities. For researchers and theorists, it offers a robust framework for understanding the relationship between human and artificial intelligence. For anyone concerned with the future of human consciousness and cognition, it illuminates a path forward that enhances rather than diminishes human potential.

The greatest irony—and perhaps the most profound revelation—is this: while we’ve been obsessing over whether machines could become conscious, we’ve fundamentally misunderstood what consciousness is. Our minds have never been singular entities running on individual hardware. We are not isolated processors waiting to be replaced by more efficient artificial ones. We are nodes in a vast network of shared consciousness, our thoughts already distributed, our intelligence already collective. Like the trees in an ancient forest, we are connected in ways we’re only beginning to understand. The artificial general intelligence we’ve been pursuing isn’t just unlikely—it’s a fundamental misunderstanding of both the artificial and the intelligent.




The challenge before us isn’t creating artificial consciousness. It’s recognizing—and responsibly enhancing—the networked consciousness that’s been here all along. While the high priests of technology continue their quest to create digital minds that can love them, the rest of us might focus on something far more revolutionary: understanding the networked mind we already share, and ensuring that its augmentation serves not the few, but the many. The forests have been showing us the way all along.




Perhaps it’s time we listened.







Rachel Roseman

Fulbright Scholar and AmeriCorps Alum
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Rachel Roseman operates in the liminal space between artificial and networked intelligence— like a quantum particle choosing all paths simultaneously. As founder of SIMPLE MACHINE ventures and an AI strategist, she approaches technology like a dramaturg approaching a revolutionary text: understanding how intelligence performs across both system and story, circuit and stage.




A Fulbright Scholar and AmeriCorps alum, she brings a unique perspective to questions of how intelligence—both artificial and natural—can be ethically augmented and networked, drawing on her background in English literature and theater to guide organizations from startups to government agencies in optimizing their intelligence architectures.




As author and creative director of SIMPLE MACHINE newsletter, she has created a new space for examining power dynamics, gender, and consciousness in technological systems. The publication has achieved remarkable resonance with just five posts—shared over 400 times by leading VCs, academics, founders, and CEOs with a cumulative following of 1.5M+ on LinkedIn, reaching readers across six continents.




As LinkedIn’s top Voice for business analytics and AI (2024), she illuminates how intelligence operates across networks and stages, revealing patterns that connect artificial intelligence to older, deeper forms of networked consciousness, one perfectly engineered sentence at a time.





  Foreword



By David Alexander




I first met Dylan during the early days of the Austin Quantum Computing and AI Meetup in 2015. We connected instantly, diving into marathon discussions about everything from quantum mechanics to theories of consciousness. His ability to bridge complex technical concepts with philosophical depth never ceases to amaze me.




INEVITABLE: Distributed Cognition & Network Superintelligence reflects Dylan’s unique perspective on artificial intelligence and builds upon his previous work, Formal Dialectics. As much of today’s AI discourse fixates on Artificial General Intelligence (AGI) and autonomous systems, Dylan charts a different path with his concept of Network Superintelligence. In this lens, intelligence emerges not from isolated AI agents, but through interconnected systems enriched by human collaboration.




His framework of “Collective Human Intelligence” (CHI) reimagines intelligence as inherently communal. Imagine how distributed problem-solving networks could transform scientific research - instead of siloed labs working independently, a web of researchers, AI tools, and shared knowledge bases could tackle challenges together. Using this framework, Dylan has looked ahead and built a roadmap for ethical and useful AI development.




What sets INEVITABLE apart is how it weaves together concepts from cognitive science, neuroscience, ethics, and cybernetics. Dylan doesn’t just theorize - he draws from his hands-on experience using AI systems and his deep study of human cognition. The result is both intellectually rigorous and surprisingly accessible.




Through CHI, Dylan presents a blueprint for creating a future where technology amplifies human potential rather than eclipsing it. His work opens new pathways for research in decentralized AI systems, collaborative governance, and the responsible use of information networks. This focus on ethics as a central design principle makes INEVITABLE a vital resource for technologists, ethicists, and philosophers.




Having watched Dylan grow from an enthusiastic meetup participant to an accomplished writer and researcher, I am extremely proud of where he’s landed. His PhD work in neuroscience perfectly complements his vision of distributed intelligence, while his groundbreaking application of a decentralized autonomous organization (DAO) to revolutionize book publishing shows he can turn his ideas into reality. INEVITABLE isn’t just another AI book - it’s a testament to Dylan’s unique vision and tireless work ethic.




Whether you’re building AI systems, studying ethics, or simply curious about where this technology is headed, you’ll find yourself repeatedly returning to his thoughts and awaiting his next insightful work.




David Alexander,

Communications and Public Involvement Manager,

WSP USA
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David Alexander is a multidisciplinary leader who marshals technical analysis and team-based collaboration aimed at delivering sophisticated communications and stakeholder engagement solutions. His career includes presidential campaign experience, partnership development at the State of Texas, and he currently serves as a Public Involvement Manager at WSP USA, a multinational Architecture/Engineering/Construction consulting firm.




David is a public outreach professional who develops public involvement and public education campaigns to improve the quality of life of stakeholders. He also has extensive experience developing partnerships and managing relationships between diverse stakeholder groups, which are maintained through detailed and timely communication.




He has created comprehensive communications and public involvement strategies, as well as managed public affairs initiatives, grassroots recruitment, agency trainings, and high-quality collateral materials. David effectively builds strong coalitions and nurtures stakeholder relationships. This work has been demonstrated in a variety of areas, most notably when David allocates and manages resources for public technology infrastructure with a focus on speed and efficiency. David has a Bachelor of Arts degree in English Literature from Columbia University and a First-Class Honours Certificate from the University of Edinburgh in English and Celtic Literature.





  Preface



As I sit here on my hammock in the peaceful evening breeze, listening to the birds, and relaxing, it occurs to me to peek back at a few text-based conversations on my phone. A number of brilliant friends are in touch about this book. My cofounder at PageDAO, Robbie Pollock, is excitedly drafting covers, and another cofounder, Rionna Morgan, has been helping me move the publishing process forward for a year. Her concern is the first publisher I have signed a contract with in which I have extreme creative control and a massive split of the royalties. A third friend, Dr. Joseph Sokal, who was a successful physician during his career, and who has taken me under his wing in a sense, is endlessly fascinated by the content of the work and deeply enjoys the conversations we have around the subject matter.




I’m writing this preface for all three of these friends, and for myself, foremost. This is the sort of book I love to read. How strange it is to be typing these words! Here I am, about two weeks after Rionna and I had our final contract-related conversation and decided that the time was right to put a book out and make an attempt to stake a real claim in the AGI, cognition, and consciousness discussions of our day. Robbie has been my #1 fan for so long now that I can’t remember what it was like to publish without there being a chance that my favorite reader would enjoy what I wrote and leave a priceless review of it in a comment somewhere.




It feels infinitely strange and every bit as good to be speaking about the work with Dr. Sokal. Here is a mentor I befriended at a coffee shop over chess games during my studies in San Marcos, Texas who was always in the moment to such an extent that I did not come to understand the success he’d enjoyed with the career he’d retired from for many years. Dr. Sokal had the good fortune to experience an alignment between his passion for helping others and his medical career, about which he still demonstrates humility.




Dr. Sokal has provided access for me to a new social experience–I’ve benefited massively from some of the connections he has made for me, including Marjan Moghaddam, who I was fortunate enough to get an interview with in 2021. The interest that Dr. Sokal has taken in my mind has changed my life and, even when things were the most difficult, it hasn’t disappeared or been forgotten about. The clarity of the work here is in part due to the interest in my own mind that Dr. Sokal and others have taken; their work is reflected in my own by simple virtue of the fact that I didn’t know how to make all of this as clear as it is here when I started. Only by being part of honest conversations with talented and extraordinary people was I able to grow into the scholar I needed to be to write these words.




I’m writing the preface of a book about distributed cognition and, perhaps fittingly, all I can think about are the elite minds who have helped to shape it. But this is not the Acknowledgments section of the work! And as the author of the book, I do intend to take the lion’s share of the credit for creating it. My point is that I could not have done it alone, any more than anyone does anything alone. We, human beings, are a network of individuals who all can think our own thoughts. But sometimes we can see much, much further in the company of others who share and support our goals. Fortunately for us, we have a powerful set of tools to enable our collaborations to make real progress toward our goals, no matter how lofty. If it wasn’t for the fact that my life has included a great many deep intellectual connections with other minds, there would be no way that I could even approach the subject of this work, network superintelligence.




From Borges to Gödel, from Damasio to Feldman Barrett, the trek up the mountain toward an understanding of consciousness leads us on a mind-bending journey with no description. We beat ourselves up and we tear ourselves down, and the whole time, we’re integrating information we’ve gleaned from the difference between what we predicted would happen and what, to the best of our ability, we can infer about what actually happened.




The most significant observation we can make about consciousness is that it keeps our bodies alive. This is why food, shelter, and sex are together at the bottom of Maslow’s hierarchy. Survival of the organism is the top priority of consciousness, even extending beyond the individual body itself. The shape of the body, the more thoroughly we examine it, seems completely directed toward the continuous forward propagation of the highest level of consciousness it can clearly delineate. The cell aims for the survival of the body as the body aims for the survival of the society and the society for the species.




This set of relationships is a two-way street, as each successive layer of complexity can act, perhaps must act, to maximize the survival of the layers beneath it, holding it up. Wisdom is the ability to match the needs of the many with the needs of the few. This book is an attempt to understand the world in terms of the structures of the information we have about it, predominantly through the lens of a branch of philosophy we call metaphysics. Welcome to a metaphysical account of the connected conscious mind.




The following book will argue that what is remarkable about recent chatbots has more to do with what we are learning about information at the highest scales than about the particular algorithms that are employed in pursuit of this understanding. Rather than speculations about AGI’s emergence as an omnipotent algorithm, we should be thinking carefully about the top level of our shared informational structure, the CHI or Collective Human Intelligence, and how to ensure maximum access to information to the people who are already so deeply enmeshed within it. This reframing of the conversation will enable a clarification on the subject of what sorts of goals we should have for this emerging class of technologies—how to regulate them and how to democratize access to them being the top priorities.




In INEVITABLE: Distributed Cognition and Collective Human Intelligence, you will find the most comprehensive review of information science across disciplines pertaining to the specific problem set of cognition and intelligence that you are likely to come across anywhere in the world. This book is the product of years and years of study, consideration, research, discussion, and analysis. Last year, some of this book’s source material was published with the Quest of Evolution (now Blockbook) under the title “Worldview Ethics”– here you will find the updated versions of those ideas as well as new ones uncovered during the research process; all are presented in an integrated framework that is designed to be accessible to beginners and intriguing to experts.




It was somewhat surprising to me when I realized that there was a book ready to go. Even after a few rounds of drafting, it didn’t seem quite real. The joy of writing about the subjects to follow, of refining the ideas over such a long and significant period of the history of cognitive science, is the joy of a new level of achievement for humanity—a truly new level of capacity for self-reflection. What is inevitable is that humanity will improve, will understand, will adapt. I will, you will, and so will our collective understanding of cognition.




Cognitive science has changed much about humanity’s understanding of its own intelligence. From the ancient ideas about what brains were and how they worked, to the most effective contemporary accounts of complex dynamical systems and the modeling processes that brains leverage to create a perspective from which a collective of individual cells can view the world together to decide what sort of life to live, very little has remained unchanged about the way people see ourselves. The philosophical lens of understanding has been empowered by the advent of cognitive science.




I first picked up on the revolutionary new science when I was studying to earn my Master’s degree at Texas State University in 2014, when I pursued the subject matter of ethics far beyond its typical bounds. I began with an interest in philosophy of mind and almost immediately got pulled into neurobiology for the first time. Piecing together the Strange Loop of Douglas Hofstadter as I explored Bernard Williams’ critique of the ethical discipline created an entirely new backdrop, a new foundation upon which to build ethical artifice. My professor, Dr. Ivan Marquez, created an independent reading group and led us into the deep end of cognitive science from our former refuge in the ivory tower of moral philosophy.




What the role of ethical theory should be, a question that is considered unresolved by the discipline broadly still today, seemed to collapse for the first time for me back then. There was no room for divine inspiration, and Kant’s work upon the rational will and good spirit as the bedrock of individual agency came into focus for the first time.




This central pillar of liberal individualism has resonated with thinkers over the interceding centuries perhaps more deeply than any other ethical theory because of the deep resemblance it bears to the reality in which we live; indeed, these ideas were in focus as our ancestors built the foundation for our way of life. Reason is a tool that enables communication and collaboration between individual autonomous minds, and liberal individualism is a set of tools that prioritize this collaborative ability above all other social goals.




As the years went on, I explored the biophysics of the body and maintained a keen interest in both dynamical systems generally and in the neurobiology of consciousness specifically. The idea that appeared in 2014 when I first encountered the works of Antonio Damasio and Bernard Williams, that perhaps there could be a biological basis for ethical claims, never completely disappeared from view. But what would these claims tend to look like?




Additionally, as resources or groundwork, if you find that you would like a deeper synchronization with my own core concepts here, I would like to suggest two books as further reading to prepare for this one. The first, which I have discovered recently, was published last year in 2023. A Brief History of Intelligence, by Max Bennett, is stunningly detailed and meticulously accurate in giving a general overview of the situation we face during this fourth decade of the cognitive revolution. Seven and A Half Lessons About the Brain, by Lisa Feldman Barrett, also released last year, is an equally impressive accomplishment. Feldman Barrett’s work ideally might be approached after Bennett’s, to give the learner an opportunity to first appropriate the current state of the art and then to grasp where the field is headed.




A Brief History of Intelligence bears one point of criticism, however, before we go running off to read it–artificial superintelligence is likely to take a different form than the author assumes in the scant dealings he has with it. Instead of existing on a device, superintelligence is likely to exist as a network. And rather than an independent existence without the need for human agents in the loop, superintelligence is extremely likely to be possible only in venues that include human beings or other life forms. The composition of such an intelligence is perhaps already on display in the open source software community, where individual minds link with supercomputers and pursue their own interests as builders and community members to solve the most complicated problems that exist. And that, dear reader, is the purpose that this book serves. We will explore the space between technology and social reality for the individuals who participate in these communal enterprises.




Please, enjoy INEVITABLE: Distributed Cognition & Network Superintelligence.






  
  
  Introduction

  
  




Throughout history, a discussion has been ongoing for as long as people have been speaking and writing about their thoughts. Pick up an ancient text by Plato or go to your local library and borrow a copy of a new Anil Seth book—either way, you’re participating in the same ancient conversation about what people are and how we understand the world. This book will attempt to provide a clear and concise reading of many significant problems in contemporary philosophical discourse–and these problems are not confined to the realm of theoria by any means. Companies like OpenAI and Anthropic are creating the most advanced AI models in history, and people the world over are struggling to make sense of what these advancements could mean for us and our society, in practice.




As time goes on, increasingly large amounts of data are created by the activity of human minds. This, if you could add it all up, is Collective Human Intelligence. We treasure this information, use it for myriad purposes, and consider contributing meaningfully to this fount of insight as one of the highest goods that an individual person can achieve in life. Contributions include science, art, music, poetry, and anything else that we can create to allow others to find meaning–in short, we humans have a distributed cognitive apparatus that helps us all on our journey through life and has been created by those who came before us.




Robert Pirsig called this framework of human understanding the mythos, Plato called it the world of Ideas or Forms, and Berkeley invented his own school of idealism to describe it. Tim Berners-Lee has used this notion to frame and target his actions and innovations ever since creating the worldwide web, web browser, and Worldwide Web Consortium (W3C). The default mode network in the human brain develops over time as we are exposed to increasingly more and more of this collective understanding, though it is never internal to us entirely. None of us, even in the time of the Ancient Greeks, back when there was less of it, has ever completely mastered it. Nonetheless, with the invention of the internet and subsequent development of the capability to use it to send value, humanity is reaching a point where the whole is so well-integrated that even individuals among us are able to begin to conceptually work on this most-abstract component of our mental life.




Reading and understanding the body of knowledge people have been building these past millennia makes us into scholars and improves our mental capacity. Young people are expected to study a great deal so that, as they age, their knowledge can replace their quick instinct and physical prowess, enabling them to continue to flourish for many years beyond their short youth. Writing well and truly enough to become a mainstay of literature for generations to come is the closest thing humanity has yet developed to immortality. Rather than a body that survives forever, this form of living forever involves ideas you created continuing to circulate after your passing.




An individual person has the remarkable advantage of being able to decide what to care about, and in caring, we learn to craft new rational webs of understanding we can then use to simulate or predict future events, to share information and insight with others, and to explore parts of the world that no other person is even aware of. These are just some of the many capabilities that rational minds can train themselves to leverage as they navigate a complex world.




Each individual person has a worldview, that is, an interior model of what is going on around them, that helps to guide predictions as well as actions in a high-entropy environment where things change all the time. Each worldview has the capability to engage with the Collective Human Intelligence (CHI) that its culture makes available to it. And today, we have remarkable tools that enable individual people to navigate the collective level of intelligence more efficiently than ever before in the form of LLMs, search algorithms, open source digital payments technologies, and more.




The AI Doom movement has been shown to be off base again, despite the recent hype cycle that favored them and saw large donations to several of their organizations. No AI systems are intelligent, and the ones people seem to think are the closest to becoming intelligent, the large language models (LLMs), are still very much incapable of conscious thought.




Since conscious thought is the basis of our access to intelligence as organisms, we can conclude that LLMs and other AI systems, though they may be made of intelligence, are not in themselves capable of becoming intelligent. They’re complex, but they’re just computer programs that can be turned off anytime we like (and then back on again if we choose). They aren’t alive. They don’t have bodies. They don’t make memories. It’s far easier to think of GPT-4 as a library than it would be to think of it as a person. Hence, the AI Doomers’ real impact is not to save humanity from a vague and grim fate but rather to impede the access of individual people to increasingly critical knowledge by obfuscating the concept that operates the technology.




In stark opposition to the technological skepticism we find with the Doomer movement, the Web3/cryptocurrency space has blossomed in recent years with the rise of effective decentralized networks and tools, including Ethereum and IPFS (the interplanetary file system). IPFS uses browser cache to provide information without duplicating it as persistently as the technologies we think of as Web2 do. The elimination of redundancy improves the efficiency with which networks can be used to share files and the nature of hash-based pinning empowers users to build and operate nodes. These nodes selectively reinforce particular pieces of content openly and composably.




This book will begin with an outline of a new way of thinking about consciousness, artificial intelligence, and the backdrop, to be referred to as CHI (collective human intelligence), upon which all of the present events are playing out. Understanding the field will begin here and move outward, in Section II: Perspective. Section II is a collection of book reviews about particularly foundational works. Each has been selected to provide support and structure for the ideas in Section I, expanding upon the foundational model of human intelligence and deepening the connection to the literature. Section III: Praxis is designed to provide the detail around the most important concept in the work, distributed cognition. AGI is not and never will be real because even the best models are vehicles for distributed cognition and cannot give rise to novel cognitive speech acts themselves. Metabolic activity gives rise to consciousness, consciousness gives rise to language, and language augments the intelligence of individual people.




Individual people, by using language, are able to distribute the workload of their cognitive tasks and reach results they never could have reached alone. Sometimes consciousness can go wrong and have a negative impact on the survival of the organism it is designed to protect. Sometimes it breaks down, to the detriment of itself. Consciousness is a praxis, and we work to improve it so that we may ourselves improve. We wish to understand it so that we can do a better job of it.




Section IV will reframe much of what we understand about human nature to account for the most important development of the modern age: the rapid ascent of network superintelligence. The philosophical foundations of liberal individualism will be our jumping-off point, and from there we will conceptualize our notion of network superintelligence as a natural next step in the progression of the development of human connectivity, the means by which our kind expresses its virtual flocking behavior. Core to this behavior is the rapidly evolving network communications technology space. Web3 technologies are new, controversial, and frequently misused. What impact will these new tools and networks have upon a high-level online information ecosystem that has had no end of difficulty in maintaining fairness, openness, and civility?




It is the place of this book to rewrite many of the assumptions people make about machines, intelligence, and humanity’s verbal engagement with the world. We re-integrate these concepts to present a view of the future in which individual people gain agency from access to ideas at a truly new scale powered by fast, transparent, decentralized protocols and applications.




Fortunately, this work does not need to stand alone in this task. Thinkers ranging from Aristotle to Antonio Damasio lend their ideas to the shape and scope of this book, contributing valuable proofs and insights throughout. Though I have worked independently to assemble this body of thought, using the tools available to me through my education and through my connection to others via the internet, it is my intention to create here a way of understanding the world that will resonate with many other thinkers and empower us all to live better lives by building a shared framework in which we may cooperate via the processes of distributed cognition.





I

CHI





  
  1

  
  
  Hope: A Future Without AGI

  
  




Ten years ago, when Nick Bostrom’s now-famous book, Superintelligence, was published, it made a bit of a splash. Many were the readers then, and many more are the citations now. I applaud a fellow philosopher for his commercial success, but even good things must sometimes end. My philosophical career has been nowhere near as impactful or success-filled, but I feel confident nonetheless in the critique I intend to venture here. In the discussion to follow, I have the distinct advantage of possessing empirical evidence that strongly supports my claims–unlike AI Doom enthusiasts.




In fact, the book you’re reading will ask you to doubt every step along the road to the place these misguided thinkers want to take us. The thing about grandiose claims about the end of the world is that they can be remarkably hard to substantiate, and more often than not they grow out of mischaracterizations of reality. This book will right the ship by presenting a broad view that spans multiple disciplines to fit all of the interconnected pieces into place for the clearest picture of current events and likely future events to emerge. This integrative task is neither simple nor easy, but the years of work that went into the production of this text have yielded gains in the form of reducing the amount of uncertainty around the conclusions presented here.




For Bostrom’s ideas, the problems started with ChatGPT 3.5, which was a runaway success that invaded the hearts and minds of computer users everywhere. On November 30, 2022, ChatGPT invaded my social circle in the Web3 community and by mid-2023, I was writing fairly heavy articles about it. A longtime student of consciousness and philosophy, I was in hog heaven - but not because AGI (artificial general intelligence) or ASI (artificial superintelligence) was on the way. I was excited about the humanistic implications of these technologies, and I am happy to say that the interceding time has done everything to reify my initial read of the situation, and nothing to disprove it.




This chapter will, as briefly as possible, explain at a very high level what I’ve learned along the way.




Here are the four most important questions for us to answer, each of which will have its own section:





	What is Artificial Superintelligence?

	What is an LLM?

	What is consciousness, and why is it required for action?

	What are we building, if not an artificially conscious entity?







Once we are finished, we will better understand what has happened, what is happening today, and what is likely to happen tomorrow. Thinkers ranging from Yann LeCun to Gary Marcus to Melanie Mitchell will find support for their ideas here, but my intention is to use my own voice to explain the concepts. One key development we must note is the incredible advance in mechanistic interpretability yielded by a team I applied to join at one point: Anthropic’s reverse engineering team. Though the title seems a bit misleading, “Mapping the Mind of a Large Language Model” is a breakthrough in every sense of the term. I would not be writing this if Anthropic’s work had not revealed a key property of LLMs: determinism. Please, allow me to explain.







What is Artificial Superintelligence?




In 2014, Nick Bostrom wrote a book that described a control problem in an unequal power relationship. The problem, for Bostrom, with creating an artificial intelligence that was far greater in power than any or perhaps all human minds, had to do with what that intelligence would get up to. In a notable example, when instructed to create paperclips, the machine optimizes the users of the paperclips out of the equation and ends up killing all humans to make more paperclips.




The concept of superintelligence given voice by Bostrom has a few key attributes: it is very, very smart - smarter than anything else (although smartness is not a scientifically quantifiable entity and the comparison to humans feels both misguided and weak as a result); it is a machine that learns, thinks, and acts; and it is dangerous because it has no feelings or social ties to humanity. Artificial general intelligence, as it is conceived of today, is a step on the path to artificial superintelligence and Wikipedia currently explains it as follows:




[image: Image]

Screengrab source: https://en.wikipedia.org/wiki/Artificial_general_intelligence




Despite the goal setting by OpenAI and DeepMind, as well as Anthropic, AGI is a terribly unclear concept. While LLMs are extremely useful tools for processing gigantic amounts of information, consciousness is related to agency, the ability to make choices and act autonomously. Since LLMs don’t have bodies or even persistent processes that unite their various instances, they at the very least seem to lack a sort of centralization that is common to all things we presently would consider to be conscious entities or intelligences.




But let’s back up a step. Just what is intelligence, anyway? How could anyone become confused about what sorts of things can be intelligent, with all of modern science a few clicks away to show that, at the very least, life has always been the source of consciousness? Varela and Maturana presented the modern view of cognition as an identity with metabolism as early as the 1980s!
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Intelligence, defined by Oxford Dictionary & accessed via Google Search 6/1/2024




Intelligence, in the sense of the word we mean when we refer to living organisms, relates to an activity motivated by metabolism and entropy. Living organisms decay if they do not take in nutrition and dispose of waste, and this foundation of life generates an autonomous cognitive process. Complex or simple, this process is the part of a living organism which evaluates the surrounding environment and makes choices to suspend entropy and further the metabolic chemical processes that sustain all organisms over time. In the first sense above, the definition of intelligence is the will to self-perpetuation of a particular organism. The second sense of intelligence is information, which seems far more closely related to contemporary LLMs.




Note that, in the sense of chatbots, we have a very specific textual subject upon which an algorithm rests, functioning as a sort of librarian for people who wish to become more familiar with that subject. It may get things wrong on occasion, but it can cover a lot of literature and give a generally adequate 30,000 foot view even to a layperson. The utility of a super-powered librarian is not to be dismissed lightly, as any good researcher knows, but no one would argue that a professional doctor or lawyer can be replaced by a well-read librarian. So why is it that people insist that ChatGPT is either conscious or a substantial advancement in the direction of conscious machines? Why is everyone so worried about these librarians becoming able to replace the human beings whose judgment, community, and bodies are so much more broadly functional?




As foundational AI concepts become more general, they break down, and it is possible that people begin to move from the second definition above, the information-oriented definition, to the first, the living organism-centric definition.




If the conflation between meanings of the word intelligence is to blame for the rise of concepts such as AGI, which push from the information sense of intelligence to the living organism connotation, then perhaps this book can help to remedy the issues facing the nascent computational AI industry. We have discovered a naked emperor at the heart of the AGI/ASI movement, and by calling this out we can push the industry dialogue in a more reasonable direction.







The Artificially Superintelligent Emperor Has No Clothes







The problems with the concept of artificial intelligence beyond the “narrow AI” concept mentioned in the Wikipedia screengrab above start when one begins to wonder what “matches or surpasses human capabilities” means. A camera with a powerful zoom can capture more detail at a greater distance than a human eye, but we wouldn’t even equate the functionality of a camera to an eye because we clearly need eyes as well as cameras on the one hand, and on the other, cameras don’t have any of the other equipment that you need to make use of things like eyes–in other words, cameras lack the property we call integration, which eyes do have. The functional networking of the human brain, not the eye, is what gives us vision.




Intelligence in general is a poorly understood concept, even among experts in the literature around it. Currently, there is something of a revolution occurring in the field as biologists and doctors who study the brain and cognitive function in human beings begin to realize that, unless the mind in question cares about some subject, there is little point doing intelligence testing with respect to related matters. Similarly, early intelligence tests unfairly privileged certain ways of thinking and speaking. This clumsy cognitive science led to all manner of horrors, but fortunately seems on the way to being remedied as thinkers and scholars grow to better understand how minds work and how best to help improve them.
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